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Machine and deep learning applications have become increasingly popular among developers,

engineers, and researchers. However, the rapid evolution of deep learning models and datasets

presents significant challenges for both users and cloud providers in initiating and executing ma-

chine/deep learning tasks on cloud infrastructure. Key issues, including the complexities of select-

ing optimal cloud configurations, resource efficiency, latency, throughput, and overall performance,

have become critical factors in the successful deployment of machine learning applications on cloud

platforms.

This thesis explores the existing gaps in the state-of-the-art execution pipelines for machine

and deep learning tasks on the cloud, which often result in suboptimal performance across the

aforementioned metrics. The objective is to address the challenges associated with selecting the

right cloud configurations, improving resource efficiency, and achieving superior outcomes in terms

of latency, throughput, and overall performance when deploying machine learning applications on

cloud services.
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Chapter 1

Introduction

Deep Learning applications have surged in popularity, transcending the boundaries of com-

puter science to captivate professionals in diverse scientific and engineering fields. This transfor-

mative technology has revolutionized machine learning by enabling the integration of larger models

and harnessing extensive datasets, as underscored by recent research findings. Yet, the deploy-

ment of machine/deep learning applications presents multifaceted challenges, impacting both the

user/developer and infrastructure sides.

Developers face numerous challenges throughout the AI development lifecycle. These include

the steep learning curve of machine learning (ML) model development, the complexities of hy-

perparameter tuning, and the necessity of understanding distributed systems for deep learning at

scale. On top of these, selecting the appropriate cloud configurations and hardware for training

ML models—especially custom distributed deep learning models—can be particularly daunting.

At the same time, a significant portion of datacenter workloads now comprises machine

learning and deep learning tasks, including model training. This shift presents new challenges for

cloud providers, who must efficiently allocate and schedule these tasks across available resources

while optimizing critical metrics such as latency, resource utilization, quality of service, and fault

tolerance.

Addressing these challenges requires a comprehensive understanding of machine and deep

learning application development, particularly concerning critical system metrics such as latency,

resource utilization, quality of service, and fault tolerance. This thesis aims to bridge these gaps
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by proposing novel solutions and providing insights for more efficient deployment of machine and

deep learning applications in modern computing environments.

Machine and deep learning tasks are increasingly hosted on cloud infrastructure. Although

virtualization technologies such as virtual machines (VMs) and containers offer flexible options

for deploying these workloads, recent benchmarks and analyses indicate significant inefficiencies

in resource allocation and management. These inefficiencies often lead to resource wastage and

increased latency. Focusing specifically on cluster management (illustrated in Figure 1), Chapter

2 extends the state-of-the-art in automated resource allocation within containerized environments.

In this chapter, we introduce Escra, a next-generation container orchestrator designed for fine-

grained, event-driven resource allocation. Escra supports both single-container and distributed re-

source management across multiple worker nodes. By performing resource allocation at sub-second

intervals both within and across hosts, Escra enables operators to scale resources dynamically

and seamlessly without incurring performance penalties. Our evaluation of Escra in microservices

and serverless environments demonstrates significant improvements, including reduced application

latency, increased throughput, and minimized resource wastage.

Beyond resource management, distributed deep learning (DDL) frameworks such as Ten-

sorFlow and PyTorch increasingly rely on Remote Direct Memory Access (RDMA) networks for

efficient inter-node communication. RDMA facilitates high-bandwidth, low-latency communication

by bypassing the kernel, making it a critical enabler of collective operations like All-Reduce in dis-

tributed algorithms such as Stochastic Gradient Descent (SGD). However, these environments are

vulnerable to network faults and node failures, which are common in distributed settings.

In Chapter 3, we investigate the impact of network faults and failovers on distributed deep

learning workloads and propose a transparent, hardware-offloaded, fault-tolerant communication

mechanism. This mechanism is designed to operate seamlessly across DDL workers, mitigating the

effects of network faults without requiring modifications to applications, hardware, or underlying

protocols. Our solution maintains the performance advantages of RDMA while enhancing resilience,

ensuring reliable operation even under challenging network conditions.
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Finally, as datasets and models continue to grow in size, distributed deep learning and cloud-

based training have become increasingly prevalent. A major challenge for developers lies in selecting

optimal or near-optimal cloud configurations for their workloads. In the final chapter, we address

this issue by leveraging insights from lightweight, localized runs of deep learning tasks. By analyzing

resource usage and application behavior, we develop predictive models for two critical metrics:

cost and training time. These predictions empower users to make informed decisions about cloud

configurations, balancing efficiency and cost-effectiveness for large-scale deep learning workloads.

Below, we outline the key contributions of this research:

• Design and implementation of Escra: A resource allocation system that operates in an

event-driven manner, enabling near real-time allocation of container resources to optimize

performance and reduce wastage.

• Development of THORN-ML, a fault-tolerant RDMA-based network architec-

ture: The study includes an in-depth evaluation of the system’s performance and highlights

its impact on training state-of-the-art distributed deep learning models using both micro

and macro benchmarks.

• Design and implementation of smart cloud configuration selection for DDL jobs:

Leveraging a dataset collected from Google Vertex AI, this solution analyzes various deep

learning jobs running with different configurations and hardware. It predicts the cost and

training time of a deep learning task, offering actionable insights for selecting optimal cloud

configurations.
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Figure 1.1: Graphical Representation of Contributions in the Thesis: (1) Chapter 2: Escra - Event-
driven Subsecond Resource Allocation, (2) Chapter 3: THORN-ML: Transparent Hardware Of-
floaded Resilient Networks for RDMA based Distributed ML Workloads (3) Chapter 4: Optimizing
Cloud Configuration Selection for Cost-Effective Distributed Deep Learning Execution



Chapter 2

Escra: Event-driven Sub-second Container Resource Allocation

First, our attention turns to the critical aspect of resource allocation within the underlying

cloud infrastructure when deploying containerized distributed applications such as distributed deep

learning. We explore the repercussions of inefficient resource allocation, which can significantly

impact application performance and result in additional costs for the cloud service providers.

This chapter pushes the limits of automated resource allocation in container environments.

Recent works set container CPU and memory limits by automatically scaling containers based on

past resource usage. However, these systems are heavy-weight and run on coarse-grained time

scales, resulting in poor performance when predictions are incorrect. We propose Escra, a con-

tainer orchestrator that enables fine-grained, event-based resource allocation for a single container

and distributed resource allocation to manage a collection of containers. Escra performs resource

allocation on sub-second intervals within and across hosts, allowing operators to cost-effectively

scale resources without performance penalty. We evaluate Escra on two types of containerized

applications: microservices and serverless functions. In microservice environments, fine-grained

and event-based resource allocation can reduce application latency by up to 96.9% and increase

throughput by up to 3.2x when compared against the current state-of-the-art. Escra can increase

performance while simultaneously reducing 50th and 99th%ile CPU waste by over 10x and 3.2x, re-

spectively. In serverless environments, Escra can reduce CPU reservations by over 2.1x and memory

reservations by more than 2x while maintaining similar end-to-end performance.
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2.1 Introduction

Containerized infrastructure is quickly becoming a preferred method of deploying applica-

tions. The light-weight nature of containers coupled with rich orchestration systems enable a new

way to design automated operations that are integrated with development workflows. In these de-

ployments, per-container resources limits are used to prevent interference between containers and

unchecked resource usage.

Setting container resource limits is a trade-off between application performance and efficient

use of underlying system resources. When resource limits are set low to prioritize efficient resource

use, applications will experience an increased number of CPU throttles and out-of-memory (OOM)

events. Throttles slow processing and OOMs kill containers; both result in degraded application

performance. When resource limits are set high to prioritize application performance, resources

are underutilized which increases deployment cost [85, 75]. Developers pay the cost when cloud

providers charge tenants based on resources reserved [147, 3, 9]. Cloud providers pay the cost in

cases where developers are charged by usage, such as in serverless computing [6, 8, 15, 29].

Due to this trade-off, setting accurate limits is important. In practice, it is also difficult [67,

139, 147, 87, 42]1 . Using profiling to characterize application resource requirements will only result

in accurate estimates if there is a representative workload. As workloads are often dynamic, the

resources needed will change over long timescales (diurnal patterns, gradual changes in application

popularity, etc.) and short timescales (bursts, failures of coupled systems, etc.). Since creating an

accurate estimate of resource requirements is so complex, developers and operators often resort to

over-provisioning resources. This results in underutilized deployments, a trend often observed by

datacenter operators [170, 120, 102, 87, 97].

Recent work has addressed some of these challenges by leveraging machine learning to pre-

dict future needs and then automatically scaling container resource limits based on those predic-

tions [147, 139]. These works eliminate the developer burden of setting resource limits but are

1 The aggregate CPU utilization at Twitter is <20% but the reservations reach up to 80%. Memory utilization is
only slightly better at 40-50% but the reservations still greatly exceed the usage [87].
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constrained to using coarse-grained intervals (e.g., several minutes) to set resource limits. Coarse-

grained intervals are required because the system has to learn enough information to be able to

predict resource use. This is a poor fit for some workloads with short-lived containers, such as in

serverless systems [154, 7, 27, 16]. Coarse-grained intervals also increase the odds of mispredic-

tion since the dynamics of applications can change throughout an interval. Thus, these works still

contend with the performance and efficiency trade-off.

In this chapter, we argue the performance and efficiency trade-off can be avoided by using

a fine-grained, event-based resource allocation scheme. To this end, we introduce Escra:

a fine-grained, event-based resource allocation infrastructure for single containers and distributed

resource allocation capable of managing resources of multiple containers across multiple nodes. We

find resource allocation can easily adapt to sub-second intervals within and across hosts, allowing

datacenter operators to cost-effectively scale and assign resources without performance penalty.

This scheme has numerous benefits. Instead of a container being killed when it reaches an OOM

event, an event-based system can catch the event and scale the container dynamically. Instead

of making conservative allocations in order to avoid performance degradation over coarse-grained

time intervals, a fine-grained system can always aim to right-fit allocations to current resource

demands and can quickly react to instances of CPU throttling.

Escra consists of a logically centralized controller that administers resource allocations to

containers across servers. Each server is instrumented with kernel hooks and runs an agent process

that applies resource decisions and reports container usage to the controller. A Distributed

Container abstraction enforces resource isolation by enforcing per-application resource limits,

similar to Resource Quotas found in other container orchestration systems [50, 47, 63, 101]. In these

systems, Resource Quotas are enforced at the admission control stage. However, unlike Resource

Quotas, a Distributed Container enforces resource limits both at deployment and throughout the

lifetime of a container, allowing containers belonging to the same tenant to share compute resources

across hosts on the order of milliseconds. Runtime limit enforcement enables Escra to fully utilize

the per-application limit even when some containers are using less than their initial deployment
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allocation. The contributions of our work are as follows:

• We expose fine-grained telemetry data from Linux’s Completely Fair Scheduler (CFS) [171].

This allows Escra to quickly track and react to actual resource needs, resulting in both high

performance (low latency and high throughput) and low cost (minimal slack2 ).

• We implement event-based memory scaling and periodic memory reclamation. Escra uses

memory scaling to increase container memory upon an OOM event, rather than allowing

the container to be killed. Periodic memory reclamation increases application memory

efficiency.

• We show Escra is effective by comparing slack, latency, and throughput performance to

recently proposed systems. We reduce application latency by up to 96% while increasing

throughput up to 3.2x over a state of the art container orchestrator. These low latency and

high throughput rates are achieved while simultaneously reducing the median CPU and

memory slack by over 10x and 2.5x, respectively. We show the overhead from the central

controller is minimal.

• We show Escra reduces slack and both CPU and memory reservations in serverless applica-

tions without increasing application latency, potentially reducing cost to both the developer

and the infrastructure provider.

2.2 Related Work

Current container orchestration systems (Kubernetes [32], Borg [173], Mesos [106]) set static

container resource allocations. Here we present recent works that instead dynamically scale con-

tainers and discuss the limitations of these systems.

Vertical Pod Autoscaler (VPA) VPA is a Kubernetes project that implements automated

container scaling through a threshold-based scaling mechanism [101]. VPA sets a target resource

2 Slack: a container’s CPU or memory limit minus its CPU or memory usage
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utilization and an upper and lower bound on that utilization. When the container usage hits

the upper threshold, VPA scales the container up. When the lower bound is hit, VPA scales

the container down. VPA also has the capability to enforce per-application limits via Resource

Quotas [50]. A resource quota is a hard resource limit on the aggregate compute usage across all

or a subset of deployments or services in a Kubernetes namespace.

Limitations of VPA VPA sets the upper and lower limit scaling bounds far apart. Since scaling

a container requires a container restart, VPA only scales a container at most once per minute. The

loose scaling-bound limit and infrequent container scaling results in high slack which translates to

decreased cost-efficiency.

Autopilot Autopilot is a proprietary Google project that addresses the low cost-efficiency of static

container deployments [147]. Autopilot runs a control loop that collects both per-second and five

minute aggregated usage data from each container, analyzes it, and then makes a prediction on

whether or not a container needs to be scaled. Autopilot uses machine learning predictions to scale

container limits as frequently as every five minutes.

Limitations of Autopilot While Autopilot provides an automated mechanism to set limits, it

does so at coarse-granularity which causes cost-efficiency and performance issues for two reasons.

First, Autopilot’s heavy-weight algorithm and periodic control loop prevent it from quickly re-

sponding to changes in workloads. As a result, resource predictions are forced to at least match

the maximum predicted usage over the next allocation period (Autopilot uses a default 5-minute

period). This leads to unnecessary slack. Second, because Autopilot relies solely on prediction, it is

unable to correct inaccurate predictions even when resources are available. Inaccurate predictions

can cause unnecessary OOMs and CPU throttles.

Firm Firm also uses machine learning to improve containerized application performance and cost-

efficiency [139]. While Firm does attempt to minimize CPU reservations, the primary objective

of Firm is to reduce service-level objective (SLO) violations. Firm minimizes SLO violations by

intelligently multiplexing compute resources to optimize the critical path of an application. Firm
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is similar to Autopilot because it does not require a pod restart to scale container CPU resources

and can update container limits automatically.

Limitations of Firm Firm does not implement seamless or automatic memory scaling, requiring

users to set static limits. Firm shares the limitations of Autopilot regarding performance and cost-

efficiency issues as both frameworks feature a coarse-grained, ML-based feedback loop.

2.3 Introducing Escra

Escra is a container resource allocation system that achieves high performance, cost-efficiency,

and strong isolation. Escra automatically scales containers in a fine-grained manner, while providing

strong isolation via a new abstraction called a Distributed Container. A Distributed Container

allows containers belonging to the same tenant to dynamically share resources across multiple

compute nodes while capping the overall aggregate resource usage for a given application or tenant

at runtime.

Figure 2.1 shows a high-level view of the four key components in the Escra architecture.

The Application Deployer and Container Watcher ( 1○) take a set of YAML files describing a set

of Kubernetes deployments, services, and containers. The Application Deployer interfaces with

the Kubernetes API to deploy containers. The Container Watcher monitors Escra containers and

enables newly deployed containers to start streaming fine-grained telemetry to the Controller. The

logically centralized Controller ( 2○) handles the unique, fine-grained telemetry sent from the kernel

via kernel hooks on workers ( 3○). These kernel hooks obtain fine-grained scheduler data that is not

available in user-space. A centralized controller model can be capable of scaling, as evidenced by

production systems for datacenters [62] and geo-distributed network services [57]. The Resource

Allocator ( 4○) ingests telemetry from the Controller and makes per-container resource allocation

decisions. Finally, similar to Kubernetes’s per-node kubelet [32], an Agent is run on each host ( 5○).

The Agent handles resource updates sent from the Controller and can dynamically scale both CPU

and memory container limits without restart on the order of 100s of microseconds. In this section,
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Figure 2.2: Escra’s CPU tracking ability under a dynamic workload

we describe Escra’s unique ability to make scaling decisions on a fine-grained timescale and in an

event driven manner. A complete description of Escra’s architecture follows in Section 2.4.

To illustrate the benefits of fine-grained container resource allocation, we deployed and loaded

a container with sysbench [112], saturating 1-4 CPUs at any one time. The trace of the application

execution with Escra is shown in Figure 2.2. Escra tracks the exact resource needs on a rapid

time-scale by reacting to container throttles and OOM events and adjusting resources based on

information collected during each CPU scheduling period and at OOM events. The implication

of this fine-grained right-sizing is that Escra (1) significantly reduces slack and (2) simultaneously

improves performance as applications are being allocated the resources they need rather than being

throttled or killed due to OOMs. The remainder of this section provides further insights into how

Escra achieves fine-grained resource allocation.

2.3.1 Per-period CPU Telemetry and Dynamic Reallocation

Fine-grained telemetry data is required to minimize slack via fine-grained resource allo-

cation. Our initial analysis of systems that aggregate CPU and memory data (cAdvisor [11],

Prometheus [33], Kubectl [32], etc.) found they suffer from inefficiencies stemming from reliance

on coarse-grained timescales. Allocating resources quickly is not useful if allocations are based

on usage data that is stale or aggregated at insufficient levels. Our goal is to obtain near-instant
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usage information so Escra never operates on stale data. In order to obtain fine-grained CPU data,

Escra uses kernel hooks into Linux’s Completely Fair Scheduler (CFS). Upon deployment of each

container, the Agent process creates a kernel socket for the container to use to report its metrics

to the Controller. To implement fine-grained telemetry, containers report their per-period runtime

statistics to the Controller at the end of each period. The telemetry data consists of the cgroup ID

of the container, whether the container was throttled in the last period, and the amount of unused

runtime in that period.

The Resource Allocator ingests raw container metrics from the Controller and uses two win-

dowed statistics to track unused runtime and the number of throttles. The Resource Allocator uses

these statistics to update per-container limits as often as every 100ms. The goal is to proactively

update limits in order to keep the container limits just above container usage at all times. We up-

date container CPU quotas using RPCs to the Agent process running on the host of the container,

similar to [139].

2.3.2 Reactive Memory Reclamation and Reallocation upon OOM Events

Escra monitors container memory usage and can seamlessly scale memory limits via two

custom system calls that hook into Linux’s memory cgroup structure.3 One unique opportunity

of fine-grained allocation is the ability to react to OOM events. To achieve this, a kernel hook is

added in Linux’s memory allocation function, try charge(), to catch a container after it exceeds

its memory limit and right before it gets OOMed. This hook combats inaccurate predictions within

autoscalers. For example, VPA [101] and Autopilot [147] scale containers at most once a minute and

once every five minutes, respectively. There is a chance a container could OOM between allocation

decisions. Our kernel hook allows a container to request more memory from the Controller before

the container is killed. While this is a reactive mechanism for memory scaling, the request lookup

penalty is orders of magnitude faster than a container crash and restart.

One beneficial aspect of this OOM-preventing kernel event is the Resource Allocator can

3 Docker supports seamless container scaling [19], but Kubernetes does not.
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determine how to allocate additional memory resources depending on the state of the node and

the application. If there is available memory on the node, the Allocator can simply scale the

needy container up. If the node is under memory pressure, the Controller can launch an aggressive

memory reclamation process that reclaims memory from other containers on the node with high

slack. Not only will this free up memory for the container in need, but it also increases node

utilization, reduces slack, and improves cost-efficiency.

2.3.3 Proactive Periodic Memory Reclamation

In order to reduce memory slack, the Escra Controller periodically contacts the Escra Agent

on each worker node, asking the Agent to reduce the memory limits of each container on the same

node as the Agent. The Agent checks the usage and the limit of each container it manages. If

the limit of a container exceeds the usage of the container by more than δ bytes, then the Agent

shrinks the container memory limit such that the memory limit minus the memory usage equals

δ bytes. Each Agent then reports back the total reclaimed memory from its containers to the

Escra Controller. The Resource Allocator can then give the reclaimed memory to other containers

experiencing memory pressure.

2.4 Escra Architecture

This section describes the architecture of Escra, our container orchestrator built with Ku-

bernetes, that implements (i) automated container limit settings, (ii) seamless container scaling,

(iii) fine-grained resource allocation, and (iv) dynamic, per-tenant resource sharing and collective

resource limits enforced at runtime. Escra implements these features using fine-grained teleme-

try, event-based memory scaling, aggregated application-wide resource limits, and a centralized

Controller and Resource Allocator.
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2.4.1 Application Deployer & Container Watcher

The Application Deployer ingests a Distributed Container configuration as a set of YAML

files (Figure 2.1, 1○) describing a set of containers, and maximum CPU and memory limits. The

maximum CPU and memory limits represent the limit on the aggregate usage of all containers in the

application (Figure 2.3, 2○). Prior to deploying the containers via Kubernetes, the Deployer sends

the global application limits to the Controller. This informs the Resource Allocator (Figure 2.1,

4○) of the total maximum usage of the containers in the deployment. Once the Deployer sends

the application limits to the Controller, the Controller is ready to accept network connections from

each container.

Initial limits are set to bootstrap containers when they first deploy but these limits will be

changed by the Controller at runtime. The Deployer initializes the CPU and memory limit of each

container to:

global cpu limit

# containers
(2.1)

global mem limit ∗ σ
# containers

(2.2)

where σ is a configurable parameter representing the percentage of the global application

memory limit to be withheld for containers that experience OOM events.

The Container Watcher integrates with Kubernetes to detect container creation. Upon de-

tection, the Watcher notifies the Agent (Figure 2.1, 5○) located on the same host as the newly

created container.

2.4.2 Kernel Hooks

Escra uses kernel hooks to enable fine-grained telemetry and trap OOMs. After an Agent

is notified that a new container has deployed, the Agent invokes a custom syscall that carries out

three tasks, each implemented via kernel hooks (Figure 2.1, 3○). First, the syscall creates a TCP

kernel socket to message the Controller (Figure 2.1, 2○) and informs the Controller of the existence
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of the container. The per-container TCP kernel socket will persist for the life of the container.

Once the Controller registers the new container, it updates the container’s CPU and memory limit

based on the global application limits and current application resource use.

Next, the syscall modifies the container’s underlying Linux CPU and memory cgroup struc-

tures to enable fine-grained telemetry and event handling. For CPU, the syscall hooks into Linux’s

Completely Fair Scheduler to extract runtime data to stream to the Controller. At the end of each

period, the hook writes the container’s cgroup quota, unused runtime (the runtime variable in the

CFS Bandwidth kernel structure), and whether the container was throttled in the last period into

a shared FIFO buffer in the kernel4 .

After the hook finishes writing data to the buffer, the runtime of the cgroup is refilled and

the next period begins. Per-container kernel threads consume statistics from the FIFO queue and

send the queued CPU statistics over UDP to the Controller. Along with the container quota and

remaining runtime, the CPU statistic message also includes a tag letting the Controller know what

container the incoming statistic refers to. The hook will report statistics once per-period for the

life of the container.

To handle OOM events, the syscall adds a kernel hook in the memory cgroup structure

(mem cgroup) for the container. If a container exceeds its memory limit, before it is killed this

kernel hook forwards the OOM event to the Controller over the existing TCP kernel socket that

was previously used during container initialization. If memory is available in the global application

pool, the container can increase its memory limit and continue running.

2.4.3 Controller

The Controller brings all of the system components together and coordinates their inter-

actions. Figure 2.3 shows a more detailed view of the Controller, Resource Allocator, and the

Distributed Container abstraction.

4 Note that per-period unused runtime is not available in userspace and while one could interpret similar data
from the cpuacct cgroup subsystem, cpuacct was never designed for accuracy and was initially designed as a way to
showcase the capabilities of cgroups [73].
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When containers register themselves with the Controller upon deployment, the Controller

creates a logical container object and adds it to a pool of the other Escra containers within the

application (Figure 2.3, 2○). The logical pool of Escra containers is used to maintain an updated

view and status (resource usage, limit, etc.) of the containers it is managing.

Once all containers are deployed and registered with the Controller, the Controller becomes

responsible for several additional tasks. The Controller is responsible for launching a periodic

memory reclamation process, handling fine-grained telemetry data from all containers, and handling

memory requests from containers under memory pressure (Figure 2.3, 1○). The Controller is also

responsible for carrying out allocation decisions made by the Resource Allocator (Figure 2.3, 4○).

The Controller is not responsible for making those CPU and memory allocation decisions.

The Controller launches a periodic reclamation loop on behalf of the Resource Allocator that

triggers each Agent to reclaim excess reserved but unused memory from each container in the cluster.

The Resource Allocator determines to what extent each container’s memory is resized. Every 5

seconds, the Controller sends a request to each Escra Agent, requesting the Agent to reduce the

memory limit of each Escra container, C(i), and send back the amount the container was resized

by ψ. This resized value is the amount of memory reclaimed from that specific container. The

reclaim process is as follows. The Agent reduces the memory limit on a container if:

C(i)l > C(i)u + δ

where C(i)l and C(i)u are the memory limit and usage of the container, respectively, and δ is

a tunable parameter managed and set by the Resource Allocator that represents the memory

reclamation ”safe margin.” If the condition above is satisfied, the container limit is updated via:

C(i)′l ← C(i)u + δ, otherwise, the container limit is left unchanged. We empirically set the safe

margin to 50 MiB. The amount of reclaimed memory is measured as:

ψ ← C(i)l − C(i)′l

where C(i)′l is the resized container limit and ψ is the amount of reclaimed memory. Therefore,

for each container that is resized, the Agent passes back to the Controller ψ bytes of memory. The
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Escra Controller forwards ψ bytes to the Resource Allocator which then adds ψ bytes of memory

into the global memory pool via: global mem limit ← global mem limit + ψ. Note that the

Controller passes all CPU telemetry data, memory requests, and reclaimed memory updates to the

Resource Allocator.

2.4.4 Resource Allocator

The Resource Allocator is the lightweight decision-making component that determines the

containers whose resources should be allocated to or reclaimed from. The Resource Allocator is

composed of three key components. First, it has a global resource pool for both CPU and memory.

For CPU and memory, it keeps track of the maximum application limit (Figure 2.3, 2○), the total

allocated resources, and the total unallocated (or available) resources (Figure 2.3, 6○). Second,

the Resource Allocator collects fine-grained CPU telemetry data from the Controller and uses a

lightweight algorithm to make decisions on whether or not to scale up or scale down individual

container CPU limits (Figure 2.3, 5○). Third, the Resource Allocator consumes out-of-memory

events sent from the Controller and, based on the globally available memory, increases the memory

limit of memory-pressured containers.

If a container is not using up to its allocated resource limit, the Resource Allocator will

trigger the Controller to take away those excess resources. However, the Allocator is designed to

quickly identify when resources need to be given back to containers and will instruct the Controller

to update container limits as needed.

2.4.4.1 Dynamic CPU Allocation

The CPU allocation algorithm consumes CPU telemetry data sent from each container across

all nodes in order to share CPU allocations across nodes and remain under the maximum CPU limit

(Ωl). At the end of the container running period t, the Resource Allocator consumes a runtime

statistic from the Controller. The runtime statistic for a container i during period t (C(i)[t])

includes the container quota (C(i)q[t]) in ms, the amount of unused runtime (C(i)q[t]−C(i)u[t]) in
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ms, and whether the container was throttled (C(i)th[t]) in the last period t.

The Resource Allocator uses two sliding windowed statistics that track (i) the excess runtime

a container has at the end of each period and (ii) if a container was throttled during the last period.

Based on these windowed statistics, the Resource Allocator determines whether a container needs

or has excess CPU runtime and updates container quotas. A container quota (or limit) during

period t is increased if C(i)th[t] = 1 and will be increased for the following period t+ 1 via:

C(i)q[t+ 1] = C(i)q[t] +

n∑
t=0

C(i)th[t]

n
∗Υ(Ωl −

λ∑
i=0

C(i)q[t])

where

n∑
t=0

C(i)th[t]

n
is the windowed statistic measuring the average number of throttles over the

last n container periods,
λ∑

i=0
C(i)q[t] is the unallocated CPU runtime for the entire application, λ

is the number of containers in the application, and Υ is a tunable parameter that affects the rate

at which a container CPU quota is scaled.

A container quota during period t is decreased if C(i)q[t]−C(i)u[t] > γ, where γ is a tunable

parameter that adjusts when container quotas should be scaled down. A container quota for period

t+ 1 is scaled down via:

C(i)q[t+ 1] = C(i)q[t]− κ

n∑
t=0

(C(i)q[t]− C(i)u[t])

n

where

n∑
t=0

(C(i)q[t]− C(i)u[t])

n
is the windowed statistic measuring the average runtime remaining

during the last n container periods, and κ is a tunable parameter that affects the rate at which

container quotas are scaled down. We empirically found that systems with high variance in CPU

usage between periods performed better with a larger Υ and a smaller γ and κ.

2.4.4.2 Dynamic Memory Allocation

This section details the Resource Allocator algorithm for handling out-of-memory events

received from containers and ensuring the proper sharing of memory resources across an application.
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The Resource Allocator determines the amount of additional memory to allocate to containers under

memory pressure and the amount of memory to reclaim from containers with unused memory.

The Resource Allocator consumes out-of-memory events that are sent from a container just

before the container is killed for exceeding its memory limit. Upon receiving an out-of-memory

event from a container C(i), the Resource Allocator checks if there is unallocated memory available

in the global resource pool. If there is no available memory (all global memory has been allocated

to containers), the Allocator tells the Controller to reclaim unused memory from other containers

in the application (described in Section 2.4.3). We implement out-of-memory events in Escra this

way to avoid killing a container for exceeding its memory limit when available memory in the

application exists.

If the Controller is able to reclaim memory from other containers in the application, the

Resource Allocator will allocate a fixed number pages of memory to C(i) by invoking the Agent

to update the memory limit of C(i). If the Allocator is unable to reclaim any memory from other

containers, C(i) is killed by the operating system (as is standard).

2.4.5 Integrating Escra With Serverless Frameworks

The fine-grained approach to resource allocation in Escra is well suited to serverless envi-

ronments due to the high degree of multitenancy in serverless systems as well as the short-lived

nature of serverless functions. Since functions have short execution times (90% execute in un-

der 1 minute [154]), coarse-grained resource management solutions are insufficient for serverless

workloads. Since Escra is fine-grained and designed for use with containers, it is compatible with

serverless frameworks that use containers to isolate serverless functions.

We choose OpenWhisk [4], an open-source serverless platform, as an example to illustrate

how Escra may be integrated with serverless frameworks. In our configuration, OpenWhisk is

deployed via Kubernetes and serverless functions (termed user actions) are run in pods. Each

pod is deployed as part of the Kubernetes openwhisk namespace. Treating OpenWhisk as a single

application, one can use the openwhisk namespace and invoker containerPool memory limit to
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set global application memory in Escra. We modified pod affinity to ensure OpenWhisk infras-

tructure was deployed on dedicated infrastructure nodes so there would be no resource contention

between architectural components and user actions. While there is no global invoker CPU limit in

OpenWhisk, one can set memory and CPU to scale linearly, which indirectly sets a global CPU

limit. Escra does not delay container creation in OpenWhisk because the connection between a

container and the Controller does not block the container from beginning to execute. Escra already

interfaces with Kubernetes so no further modifications are needed for a minimal integration that

allows all user action pods to benefit from resource sharing and reclamation.

2.5 Implementation

Escra implementation consists of a total of 14.1k SLOC. The Controller and Resource Al-

locator are written in C++ and utilize gRPC to communicate with the Deployer, Watcher, and

Agents (all written in Go). The Deployer sits on top of Kubernetes and integrates with the Kuber-

netes deployer API via client-go [14] to deploy Escra containers. Docker is used as the underlying

container runtime. The Container Watcher integrates with the Kubernetes work-queue API and

communicates with the Agent via gRPC as well.

Escra worker nodes run a custom Linux kernel based on Linux kernel 4.20.16. The custom

kernel includes a hook in the CFS cgroup subsystem and in the memory management subsystem.

The kernel also includes a custom message structure used for CPU telemetry reporting and memory

requests to the Controller. The rest of the kernel modifications include approximately 1,500 SLOC

spread across six kernel modules that implement limit resizing and CPU telemetry.

2.6 Evaluation

The goal of Escra is to automatically and seamlessly achieve high performance, cost-efficiency,

and isolation. As fine-grained allocation is a key capability of Escra, the first goal of our evaluation

is to show how much Escra’s highly reactive decision making process is able to improve both

performance and cost-efficiency in comparison to common practice (static allocation) and a state-of-
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the-art system (Autopilot). Our second goal is to show how Escra can reduce the overall reservation

requirements for serverless applications, while maintaining application performance; this has the

potential to reduce cost for both the application owner and the infrastructure provider.

2.6.1 Experimental Setup

Experiment clusters are created using Cloudlab [91] resources consisting of a control node

and worker nodes. Along with the default Kubernetes components, the control node runs the Escra

Deployer, Watcher, Controller, and Resource Allocator. Each worker node runs an instance of the

Escra Agent.

Microservice Benchmark Applications We first evaluate Escra on a set of four microservice

applications running across three worker nodes and one control node. Each node consists of two

Intel Xeon Silver 4114 10-core 2.20 GHz CPUs, 192GB of ECC DDR4-2666 memory, and a dual-

port Intel X520-DA2 10Gb NIC. We set κ to 0.8, γ to 0.2, and Υ to 20 in the Resource Allocator

for all experiments unless otherwise stated.

The microservice applications represent a set of four interactive, real-world benchmarks: (1)

MediaMicroservice [94] (32 containers): a microservice similar to IMDB [30] where users can search,

review, rate, and add films, (2) HipsterShop [26] (11 containers): an online shopping microservice

consisting of standard browsing and purchasing of various items, (3) TrainTicket [60] (68 contain-

ers): a microservice that simulates a train ticket booking service consisting of searching, booking,

modifying tickets, and (4) Teastore [56] (7 containers): a simulated online tea store where users

can browse and purchase hundreds of various teas.

For each microservice experiment we load the microservice with one of four workload distri-

butions: a fixed request rate, an exponentially distributed request rate, a bursting request rate,

and an Alibaba datacenter trace [2]. The Fixed workload sends requests at a constant 400 requests

per second. The Exponential (Exp) workload sends requests in an exponential distribution with

λ = 300. The Burst workload sends a fixed 50 req/sec. with an additional 10 second exponential

burst of requests where λ = 600 every 20 seconds. Finally, the Alibaba workload is sped up by 10x
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and sends requests at rates anywhere from 56-548 req/sec.

Evaluation Metrics Below is a list of metrics used in this section (derived from [147]):

• Absolute Slack: The container CPU or memory limit minus the container CPU or mem-

ory usage.

• Application Throughput: Measured in successful requests per sec.

• Application 99.9%ile Latency: Measured as the 99.9%ile end-to-end latency.

Autopilot Implementation Autopilot [147] is not open-source so we implemented a recreation

of the Autopilot ML recommender to compare against Escra. The Autopilot ML recommender is

inspired by a multi-armed bandit problem in which an agent tries to use the best set of arms to

maximize the total reward gain over time. Some parameters used in the Autopilot algorithm are

manually tuned by their engineers (wo, wu, etc.). As they did not specify what values they used

for these parameters, we tuned them to values that resulted in the best performance.

Note that Autopilot defaults to updating container limits every 5 minutes. We tested the

update period of Autopilot at 60, 30, 10, and 1 seconds and saw finer-grained update periods

achieve better performance. The throughput of HipsterShop with Autopilot at 1, 10, 30, and 60

second update periods degrades from 422 req/sec. to 382 req/sec. to 279 req/sec. to 108 req/sec.,

respectively. While we do not know how practical it is to run Autopilot at that granularity at scale,

we show comparisons against 1 second intervals as a best case for Autopilot.

2.6.2 Performance - Cost-Efficiency Trade-off

Intuitively, there exists a resource allocation trade-off between performance and cost-efficiency.

One can allocate a large amount of resources to eliminate any possible performance penalty (mea-

sured in throughput and latency), but this leads to poor cost-efficiency (measured in terms of

slack). In contrast, one can significantly under-allocate resources and improve the cost-efficiency,

but this is at the price of reduced performance. We further examine this trade-off in the context of
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Figure 2.4: Average performance increase and average slack reduction for both CPU and memory
between static and Escra and between Autopilot and Escra. Escra improves performance, while
significantly reducing slack

both common practice (static allocation) and state-of-the-art (Autopilot), and illustrate that Es-

cra achieves better performance and cost-efficiency than each system, and that the other systems

compromised on one of the metrics.

First, we estimated the resources needed for the MediaMicroservice from the Deathstar

Benchmark [94] by profiling each container and measuring maximum CPU and memory usage. We

then ran the application in underutilized (limits set at 0.75x the profiled max), best-estimate (set

at 1.0x), and safe buffer (set at 1.5x) cases. For each case, we measure the end-to-end performance

(latency and throughput) and slack (CPU cores allocated minus cores used, and MiBs allocated

minus MiBs used). As expected, performance increased (i.e., latency decreased and throughput

increased) with more resources allocated; however, slack (resource wastage) also increased. We

find the 1.5x allocation level illustrates a sufficient buffer and use that setting for evaluating the

trade-offs in comparison to Autopilot and Escra.

For this evaluation, we deployed each microservice and used the workload generation-based

benchmarking tool wrk2 [166] with the four different workloads. Each application is evaluated

when managed by 1.5x static limits, Autopilot, and Escra. This setup allows us to measure both

latency and throughput to quantify the performance in each approach, and slack to quantify the

cost-efficiency of each approach. Figure 2.5 shows the resulting change in latency and change in

throughput between Autopilot and Escra and between static limits and Escra for all four appli-

cations and workload distributions. Table 2.4 summarizes our results and is broken down in the

subsequent sub-sections.
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2.6.3 Static Allocation vs. Escra

We first look at the change in both latency and throughput between a statically allocated ap-

plication and an application deployed with Escra. Table 2.4 show that on average, Escra decreases

latency by 38% and increases throughput by 25.4% compared to statically allocated applications.

Escra can achieve these performance numbers with an average 50%ile and 99%ile CPU slack im-

provement of 81.3% and 74.2%, respectively. Escra also decreases 50%ile and 99%ile memory slack

by 55% and 95.9%, respectively.

In an ideal world, we would not see a performance improvement from Escra over a statically

deployed application allocated 1.5 times the peak measured resource usage; the static deployment

would never experience any throttles or OOMs. However, this result is a testament to how difficult

it is for developers to set resource limits on containers [67, 139, 147, 87, 42]. Not only is it hard to

profile containers, since you never know what the workload rate is truly going to be, but also the

tools to measure resource usages (especially for CPU) tend to aggregate over seconds to minutes,

smoothing out usage spikes [11, 33, 44].

The other reason for the performance difference between Static Allocation and Escra is from

the fact that Escra can dynamically share and shift resources between containers at runtime. For

example, in a static deployment, when a container is underutilized (Cu) and another container is

getting throttled (Ct), Ct cannot use any of Cu’s resources. However, in Escra Cu is scaled down

while Ct is scaled up (without exceeding the per-application global limit). Escra’s ability to shift
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resources among containers and enforce a per-application limit at runtime, enables an application

to fully utilize its allocated CPU and memory. This is a Distributed Container’s main difference to

Resource Quotas [50, 47]. Resource Quotas are only enforced at container deploy time, so in the

case above, Ct cannot scale up because Cu is already deployed and the global limits were enforced

on deployment. In the case of VPA [101] (discussed in Section 2.2), the autoscaler would have to

constantly kill and restart containers as CPU usages changed.

We break down TrainTicket with Fixed and Teastore with Alibaba experiments in the fol-

lowing paragraphs to help illustrate the ability of Escra to achieve both high performance and cost

efficiency.

TrainTicket with Fixed Workload Figure 2.5 shows that TrainTicket with Fixed performs

slightly worse with Escra than with static allocation, seeing a 5.5% decrease in throughout. Exam-

ining the slack in Figures 2.6a and 2.7a, 50% of the time, the static allocation has over 2.5 cores

of CPU slack and 256MiB of memory slack. In contrast, Escra has a 50% CPU slack of 0.14 cores

(a 17.9x improvement) and memory slack of 49MiB. This experiment shows the trade-off the static

deployment makes, sacrificing significant cost-efficiency for a slight performance increase.

Teastore with Alibaba Workload Escra improves latency and throughput of Teastore by 25.7%

and 51.6%, respectively. Figures 2.6b and 2.7b show while Escra is able to increase performance,

it can do so while reducing 50%ile and 99%ile CPU slack by over 81% and 74% respectively, while

also significantly reducing memory slack.

2.6.4 Autopilot vs. Escra

Autopilot aims to reduce slack without sacrificing performance using ML. However, Table 2.4

shows on average, Escra decreases latency by 36.1% and increases throughput by 54.5% compared

to Autopilot. Table 2.4 also shows Escra’s average 50%ile and 99%ile CPU slack improvement over

Autopilot is 78.3% and 78.6%, respectively. Escra also decreases 50%ile and 99%ile memory slack

by 26.7% and 68.9%, respectively. We further examine the results of two of these experiments
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Figure 2.6: CPU slack CDFs comparing Escra, Autopilot, and statically deployed resources across
the MediaMicroservice, HipsterShop, TrainTicket, and Teastore microservices with various work-
loads
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below to determine how Escra can achieve both high performance and high cost efficiency.

HipsterShop with Exp Workload In a few cases, Autopilot gets some performance improve-

ments over Escra since it trades for performance gains at the cost of slack. Autopilot increases

the throughput of HipsterShop compared to Escra by 3.16%. However, Figures 2.6c and 2.7c show

Autopilot over allocates resources, with the median slack greater than 1.43 cores and 20% of al-

locations over 2.38 cores. For Escra, the median slack is 0.12 cores (an 11.6x decrease) with an

80%ile CPU slack of 0.35 cores.

MediaMicroservice with Burst Workload Figure 2.5 shows Autopilot degrades MediaMi-

croservice with Burst throughput and increases its latency. This indicates that Autopilot fails to

quickly react to rapid and significant changes in CPU workloads and memory usages, resulting in

low slack but higher latency and lower throughput. For the same application and workload, Escra

is able to not only increase latency and throughput performance by 16.6% and 84.3%, but also

able to reduce slack over Autopilot. Escra has a 99%ile slack less than 66% of a core and a 99%ile

memory slack of 46MiB.

2.6.5 Takeaways

Table 2.4, Figure 2.5, and the four cases above show Escra rarely performs worse than static

allocation and Autopilot, but when it does, the performance degradation is small and the slack

savings are significant. When Escra outperforms the static allocation and Autopilot, Escra does so

with significantly reduced slack, proving that Escra is able to achieve both high performance and

high cost efficiency. One of the key reasons for the high performance Escra is that Escra is able to

greatly reduce OOMs. In all 32 experiments, Escra experienced zero OOMs, while Autopilot had

up to 8 OOMs in a single experiment.

2.6.6 Serverless

This section shows how Escra integrates with OpenWhisk [4] by benchmarking two applica-

tions: ImageProcess and GridSearch. We run ImageProcess with one control node, three worker
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nodes, and two nodes reserved for serverless infrastructure (i.e., OpenWhisk and and a data store).

The GridSearch application runs with one additional worker node. Each node is composed of

two Xeon E5-2650v2 8-core 2.6 Ghz CPUs, 64GB of DDR-3 memory, and a dual-port Intel X520

10Gb NIC. For both applications OpenWhisk is configured to create each user action pod with 1

vCPU for CPU request and limit, and 256 MiB of memory. We set κ to 0.8 and γ to 0.2 for both

applications and Υ to 35 for ImageProcess and 20 for GridSearch in the Resource Allocator.

2.6.6.1 Serverless Benchmark Applications

ImageProcess is a single-function application inspired by the image processing application in

[180]. The function reads an image from a database, processes image metadata, creates a thumbnail,

and writes the thumbnail to the database. Our workload is simple: an ImageProcess request is

sent every 0.8 seconds over 10 minutes. We perform four iterations of the experiment for a total

of 3k invocations for each test case. At the beginning of each experiment, we ensure there are no

ImageProcess pods running (to ensure initial cold starts).

GridSearch is a traditional approach for tuning hyperparameters in classifiers. This batch-like

application [28] uses ˜115 serverless function pods to classify an Amazon product review dataset

using scikit-learn [54] and tunes the classifier hyperparameters using the GridSearch algorithm.

Each function is charged with completing tasks until all 960 tasks are completed. GridSearch uses

the Lithops framework [35] for orchestration. We set the Lithops serverless backend to OpenWhisk

and the Lithop storage backed to Redis.

The reason Υ is set to different values for GridSearch verses ImageProcess is due to the

differences in workload characteristics. In GridSearch, each user action is relatively long-lived as

each action is a worker that will complete as many tasks as possible. Thus, it was performant to

give Υ for GridSearch the same value used for microservices. In ImageProcess, a user action is

a short-lived request. As such, container reuse is common and containers may experience periods

of idleness between user actions. Increasing Υ allows containers to more quickly be granted the

resources they need as they are created and as they transition from idle (unused) to used (running
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a user action).

2.6.6.2 Evaluation Metrics

Below are the metrics used in the evaluation of the serverless benchmarks:

• Aggregate Limits: Since it is common in serverless systems to bill based on total usage,

and serverless providers have a strong incentive to pack as many functions as possible per

server, instead of CPU/memory usage per pod we focus on the aggregate of container CPU

and memory limits.

• Application Latency: Measured in end-to-end latency per request (ImageProcess) or job

(GridSearch)

2.6.7 OpenWhisk vs. Escra + OpenWhisk

2.6.7.1 Performance

We first consider ImageProcess performance for OpenWhisk alone and OpenWhisk + Escra.

Figure 2.8a shows that, up to the 80th%ile, OpenWhisk + Escra sees modest performance gains

over OpenWhisk alone while the overall 99th%ile latency remains similar for both. The average

invocation latency with OpenWhisk + Escra is 1.99 seconds as opposed to 2.12 seconds with

OpenWhisk alone. Unlike other applications tested with Escra, ImageProcess requires Escra to

handle a variable number of pods as the number of application pods at the start of each benchmark

iteration is zero. The similarity in tail latency between OpenWhisk alone and OpenWhisk + Escra

indicates that Escra is capable of supporting the dynamic scale-up of application pods needed in

serverless environments.

To obtain a CDF of GridSearch application latency, we ran GridSearch on: (1) OpenWhisk

alone, (2) OpenWhisk + Escra with the same amount of resources allocated as in the OpenWhisk

alone experiment, and (3) OpenWhisk + Escra with 80% of the application resource limits al-

located compared to OpenWhisk alone. We ran the application 50 times for each configuration.



32

2000 3000 4000 5000 6000
Latency (milliseconds)

0.0

0.2

0.4

0.6

0.8

1.0
CD

F

OpenWhisk
Escra-OpenWhisk

(a) ImageProcess request latency

200 225 250 275 300 325 350 375 400
Latency (Sec)

0.0

0.2

0.4

0.6

0.8

1.0

CD
F

Escra-OpenWhisk
OpenWhisk
Escra-OpenWhisk 
(20% Fewer Cores/MiB)

(b) GridSearch application latency

Figure 2.8: Serverless latency CDFs

Interestingly, we observe the same average latency (∼300 seconds) when we run GridSearch by

allocating equal resources to OpenWhisk and Escra + OpenWhisk (cases 1 and 2) and only 1%

higher average (303 seconds) for case 3, showing Escra can allocate fewer resources to an app and

maintain similar performance. As is indicated in Figure 2.8b, Escra + OpenWhisk outperforms

OpenWhisk alone at 99%ile and has lower tail latency.

2.6.7.2 Efficiency

Figure 2.9 shows aggregate CPU and memory limits for OpenWhisk and OpenWhisk + Escra

for ImageProcess. On average, OpenWhisk + Escra sets the limit at 7 vCPU whereas OpenWhisk

static allocation results in a limit of 12 vCPU, resulting in a savings of approximately 5 vCPU for

identical workloads. For memory, the difference in the limit averages around 1550 MiB.

According to Figure 2.10, OpenWhisk allocates 113 vCPUs for GridSearch on average. On

the other hand, Escra + OpenWhisk was able to reduce the vCPU allocation to 53 vCPUs. For

memory, on average, OpenWhisk sets the application aggregate limit to 29087 MiB while Escra +

OpenWhisk is able to run the same GridSearch application with an application limit of 22264 MiB.

On average, Escra + OpenWhisk saves 60 vCPUs and roughly 7 GiB of memory space.
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Figure 2.9: Aggregate memory and CPU limits averaged per second over four test iterations for
ImageProcess. We highlight the difference (savings) between OpenWhisk limits and OpenWhisk +
Escra limits with the savings graphs.
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2.6.8 Takeaways

As shown in the ImageProcess and GridSearch benchmarks, Escra only minimally effects

function latency while providing significant resource savings on static CPU/memory limits. In

sum, Escra increased efficiency while maintaining performance. ImageProcess in particular shows

that Escra is able to handle a dynamic and rapid increase in number of application pods. The

GridSearch results showcases how Escra can help running batch-like, data intensive, long-running

applications with fewer resources but without increasing latency.

2.6.9 Escra MicroBenchmarks and Overheads

2.6.9.1 Why a 100ms Report Period?

Escra uses a 100ms CPU telemetry report frequency for two main reasons. First, 100ms

complements the default Linux CFS period. Second, we measured the 99% end-to-end latency

performance across various report frequencies every 50ms from 50ms to 200ms. Collecting CPU

statistics at the end of every period (100ms) and reporting them directly to the controller resulted

in the lowest application latency.

2.6.9.2 Escra Network Overhead

Escra sends usage statistics over UDP to the Controller and the Controller launches RPC

calls to the Agent process to update container limits. The peak network overhead measured for 32

containers is 12.06 Mbps. Since the majority of the bandwidth usage comes from the per-container

CPU telemetry, we expect the network overhead to scale linearly with the number of containers

managed. An investigation into how Escra scales as containers are geographically farther away

from the Controller and Resource Allocator (increasing network latency) is left to future work.

2.6.9.3 Escra CPU Overhead

The largest CPU consumers in Escra are the Controller, Resource Allocator, and the kernel

threads running on each worker node reporting telemetry data. The Controller consumes the most
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CPU out of the three since the the memory reclamation process relies on the cAdvisor API [11],

consuming up to 85% of a core. Replacing the cAdvisor functionality with memory limit/usage

system calls would greatly reduce the memory reclamation overhead. Without cAdvisor, the Con-

troller and Resource Allocator together use 5.7% of a core with 68 containers. For a cloud-scale

analysis, we assume a separate Escra Controller and Resource Allocator that manage each applica-

tion. Escra Controllers and Allocators are able to manage 1,192 containers per core. Assuming 20

cores per node, a collection of Escra Controllers and Allocators can manage up to 23,859 containers

per node. Note, as more containers are registered with the Controller, the mean time between

subsequent container stats increases sublinearly.

2.7 Discussion and Future Work

This section discusses how Escra affects cloud ecosystems and describes some directions for

future work.

Multi-tenant Building a fully-fledged cluster management system that takes advantage of Escra

remains future work. The contribution of this project is that fine-grained, event-driven resource

allocation is possible and performs well. While Escra can effectively reduce slack and increase

performance, it remains an open question in how such benefits translate to a large-scale, complex,

multi-tenant system.

Serverless Our initial implementation of OpenWhisk + Escra is naive in several ways: (1) all

containers are treated as the same application; the framework would need to modify this to deploy

pods in per-tenant namespaces, and (2) the OpenWhisk invoker remains unaware of the actual

CPU and Memory limits being used; it would need to be modified to ingest current usage and

limits from Escra. We leave these to future work.

Beyond the efficiency benefits of using Escra in serverless systems, the Distributed Container

abstraction may further be useful for billing and accounting in serverless systems [66, 126]. Many

commercial frameworks set global limits on serverless applications by setting an invocation limit
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(i.e., the maximum number of concurrently running functions). With the Distributed Container

abstraction, it would be possible to instead limit based on maximum memory or CPU usage. The

study of limits and billing using Distributed Containers in serverless systems is a subject of future

work.

2.8 Conclusion

This work illustrates how current orchestration systems fail to achieve both high performance

and cost efficient container deployments, typically trading performance (throughput, latency) for

cost-efficiency (slack) or vice versa. We motivate the need for a fine-grained and seamless container

scaling orchestrator and propose a solution: Escra. Escra uses kernel hooks to generate both fine-

grained telemetry and OOM handling events that allow a logically-centralized Escra Controller to

allocate resources within 100s of milliseconds. As a result, Escra minimizes CPU slack by over

10x compared to our implementation of Autopilot. Escra also reduces application limits in server-

less frameworks, saving more than 2x the CPU and memory resources over a standard serverless

deployment. Escra’s comparison to static approaches, Autopilot, and OpenWhisk deployments

indicates fine-grained container scaling finds the balance between performance and efficiency while

maintaining isolation.



Chapter 3

THORN-ML: Transparent Hardware Offloaded Resilient Networks for RDMA

based Distributed ML Workloads

In this chapter, our focus shifts towards investigating the intricacies of communication across

distributed deep learning components, laying the groundwork to emphasize the necessity of an

efficient and fault-tolerant network. Such a network stands to significantly enhance the training

processes within today’s machine learning workloads.

Distributed deep learning (DDL) requires a great investment in infrastructure, including

accelerated compute nodes and networking hardware capable of supporting high performance net-

working, e.g., Remote Direct Memory Access (RDMA).

When a host running a DDL application becomes unreachable, the cost can be high as

application-level failure recovery is slow and disruptive. When the host is unreachable due to host

failure, this is unavoidable; however, when the network components involved in attaching the host

to the core data center network fail, we argue that this cost is avoidable.

This chapter introduces THORN-ML, a hardware-offloaded resilient network architecture

that is completely transparent to DDL applications and works with commodity hardware. We

evaluate THORN-ML on a cluster of 5 nodes with Nvidia A100 GPUs and Mellanox ConnectX-

5 NICs, with several applications leveraging model parallelism and/or data parallelism, and find

that THORN-ML reduces disruption from minutes (impacting the whole cluster) to milliseconds

(impacting packets that can be re-transmitted).
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3.1 Introduction

Deep learning has seen tremendous growth, stemming from both advances in algorithms and

advances in infrastructure – both of which support ever increasing sizes of models and training

data. The clusters which run distributed deep learning (DDL) applications consist of racks of

servers, each with network cards (NICs) connected to a top-of-rack (ToR) switch, which are then

interconnected through a topology of core network switches. As a snapshot of the scale of this

infrastructure, Meta recently invested in a cluster with 24,000 GPUs, with a goal of managing

350,000 total GPUs by the end of 2024 [116].

The large (and increasing) number of components increases the likelihood of failure of indi-

vidual components. Given how failures are handled, this simultaneously increases the impact of a

failure. Consider the case where a host fails. DDL frameworks, such as TensorFlow [168], Ray [48],

and PyTorch [135], handle host-level failures by using distributed checkpoints. Training typically

involves several iterations, or epochs, where forward and backward propagation occur in neural

networks. A checkpoint of the state of the application (which is distributed across the cluster) is

then recorded after each epoch or at specified intervals based on application configuration.

In the event of a failure, the DDL training job can restart from the last checkpoint, avoiding

the need to start from scratch. However, this mechanism comes with significant overhead, as all

workers must revert to the checkpoint. In our measurements on a 5 node GPU cluster training the

GPT-2 model and ResNet101, a single epoch takes anywhere from 4 to 80 seconds, and the time

to initialize all nodes running workers takes around 21 seconds (details in Section 3.2). Combined,

this is the time the resources reserved for this job cannot perform any useful computation. Our

measurements are likely underestimating these times as (1) these measurements assume taking a

checkpoint every epoch, which has I/O, storage, and compute overhead, so in practice, checkpoints

are likely to be performed at longer intervals, and (2) these measurements were gathered on a small

cluster, and are likely to be higher on bigger clusters.

On the network side, core data center networks are designed with redundancy and routing
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protocols to detect and route around failures with little disruption [100, 133, 92]. However, redun-

dancy and protocols do not extend to the edge of the network, leaving the connectivity between the

host and the ToR switch vulnerable to failures (accounting for nearly 10% of overall disruptions,

based on measurements from Meta [90].). The components at this connection point include the

NIC on each host, the ToR switches themselves, and the cables that connect the NICs to the ToR

switches. Current practice detects the hosts as unreachable, whether due to the host failure or

failure at the network edge, and as such, treat these failures equally.

In this work, we introduce THORN to achieve resilience at the network edge enabling ap-

plications to continue making forward progress without having to restart from a checkpoint when

failures are encountered at the edge of the network. THORN is designed to fulfill two goals.

Goal 1: applications should not need to be modified. Resilience in the data center network

core is transparent to applications; this principle should be applied at the network edge as well. This

approach makes the solution more deployable, as there are a variety of widely used applications that

could all benefit from a transparent solution. However, achieving transparency poses a challenge

due to the wide spread use of RDMA whose programming model is an inherently low-level interface

to the underlying NIC hardware.

Goal 2: the hardware (NICs) and protocols (RDMA) should also not be modified. Although

there exists a solution that may solve the problem of failures at the network edge1 [121], this

approach requires a custom designed NIC as well as extensions to the RDMA protocol.

The key in THORN to support goal 1 (unmodified applications) is the introduction of a single

virtual network device2 that the application binds to. We then extend the network routing layer

in the host, using routing software, to provide failure detection that is aware of the virtualization

and available redundancy.

We take advantage of the increasing programmability of commodity NICs (goal 2) using

1 We say ‘may solve’, because this solution was designed for dealing with congestion, but in our estimate likely
will work to handle failures – though, that was not tested.

2 A network device in Linux is used to represent, among other things, each individual network port in a NIC—e.g.,
eth0, eth1.
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the Linux switchdev driver by forming Linux tc rules that are offloaded to hardware. These rules

require a translation layer between the state produced by the routing software (FRR [22], Bird [59],

GoBGP [24], etc.) and what the switchdev driver can offload.

Netlink, the protocol to monitor the Linux kernel, does not guarantee delivery of updates; to

ensure correctness, we introduce a reconciliation loop.

We evaluate a prototype of THORN on a cluster of five servers, each with an Nvidia A100

GPU (supporting GPU Direct [41]) and a Mellanox ConnectX-5 NIC (dual 100Gbps port), con-

nected through two ToR switches. We show:

(1) THORN supports unmodified applications, tested with GPT-2, ResNet101, and the

Nvidia Collective Communication Library (NCCL), (2) there is no noticeable impact in the time to

accuracy for applications even with an aggressive failure model, (3) and RDMA traffic performance

tests incur a nominal decrease in bandwidth and increase in latency.

Together, the minimal overhead and the ability to eliminate the unnecessary cost of recom-

putation in the case of edge network failures demonstrates of use and practicality of THORN.

3.2 Motivation

It is natural that faults of a component at the network edge and a fault of the host itself

are currently treated similarly as they are not distinguishable. For example, if a cable between

the host and the ToR switch gets cut, that host will be detected as unreachable, but the detection

mechanism does not know if it was a faulty cable or a downed host. In this chapter we advocate

for redundancy at the network edge, such as a NIC with two ports each connected to a different

ToR switch. We argue this approach is better than application-level fault handling mechanisms

(Section 3.2.1), but hard to support transparently (Section 3.2.2).

3.2.1 Need for Network Edge Resilience

To understand the degree to which fault handling can be improved by resilience at the network

edge (as provided with THORN), we explore both the overhead of current fault handling techniques
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and posit why these overheads are poised to grow.

3.2.1.1 How Host Failure is Handled

Due to the increasing volume of data and the expanding size of deep learning models, DDL has

become essential in the current era of machine learning. DDL training is a parallel computing ap-

plication composed of a number of workers, deployed on a set of nodes, that perform computational

tasks and periodically communicating with each other (commonly through collective operations).

Modern frameworks employ various forms of parallelism, such as data and model parallelism, to

distribute the training workload across clusters of machines.

Training is a single application working towards a single output, i.e., a trained model. With

this, the ‘global state’ of an application is distributed and there is inherent dependence between

nodes through the communication that occurs. Failure of one node loses part of that global state.

Due to the dependencies between nodes, we cannot just arbitrarily restart a single node; this is a

well established problem [115].

Popular DDL frameworks (Pytorch, TensorFlow, Ray) handle node failures through a dis-

tributed checkpoint [53, 52, 61]. Developers can configure the frequency of when a checkpoint is

taken, typically defined in terms of number of epochs (i.e., iterations where forward and backward

propagation occur in neural networks).

When failure is detected, the application must be restarted from the last checkpoint. This

applies to all workers, not just the node that failed, because a checkpoint represents the global

state for the distributed application.

3.2.1.2 Impact of Failure

To quantify the impact of a host failure, we take measurements on a cluster (fully described

in Section 3.5) with 5 hosts, each with a GPU and dual port 100Gbps NIC, connected through two

switches, along with a high performance storage server also connected to the switches. There are

three components to fault handling: (1) the time to perform a checkpoint – which adds time to each
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Table 3.1: Checkpointing and initialization latency/overhead in GPT-2 training on CodeParrot
dataset using Megatron-LM and ResNet101 training on CIFAR-10 dataset using Pytorch DDP,
along with epoch time for each. The model architecture is annotated as Pipeline Parallel (PP),
Data Parallel (DP), and/or Tensor Parallel (TP). Time measurements are in seconds.

Model Arch. Avg Model Avg
Checkpoint Init. Epoch

Latency Latency Time

ResNet101 (DP) 0.240 5.693 80.0

GPT-2 (DP) 0.771 22.611 4.4

GPT-2 (PP) 0.534 21.283 8.1

GPT-2 (PP+TP) 0.342 20.912 9.9

training iteration, (2) the model initialization time – which is needed on each node when a re-start

is needed, and (3) epoch time – which determines the minimum period for taking checkpoints. We

measure the effects of failing for two training tasks: GPT-2 (with three different architectures) and

ResNet101.

As shown in Table 3.1, each epoch in GPT-2 training using Megatron-LM takes between 4.4

and 9.9 seconds on average for data parallel (DP), tensor-pipeline parallel (PP+TP), and pipeline

parallel (PP) configurations. Initialization time after a failure introduces an overhead of 20.9-22.6

seconds for those same three architectures. This results in 27.0-30.8 seconds of unnecessary delay

per failure, even when checkpointing after every epoch. For ResNet101 training on the CIFAR-

10 dataset using PyTorch Distributed Data Parallel (DP), this overhead can reach upwards of 85

seconds (initialization latency + average epoch time).

These numbers assume checkpointing at every epoch, which is not common in real-world

scenarios due to the additional I/O overhead of checkpointing itself and the cost of storing check-

points. Less frequent checkpoints reduces overheads but exacerbates the overheads of failure by

requiring more re-computation for recovery. Additionally, these figures represent the overheads for

a 5 node cluster, whereas a larger cluster likely exhibits higher numbers due to increased I/O.
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3.2.1.3 Frequency of Failure (is Growing)

It is useful to understand the extent of the costs of edge failures that THORN seeks to

address. In a recent paper discussing Llama 3 models, Meta disclosed some operational data on

their 16,000 GPU cluster over a 54-day snapshot [90]. Of the 466 job interruptions recorded, 8.4%

were due to a network switch or cable failure, and an additional 1.7% were due to NIC failure.

While not all interruptions can be attributed to the network edge, we argue that this is still a

substantial disruption – especially given the impact (and cost) a failure can have on training.

Increasing model sizes (approaching 1026 today, growing at 4.1x per year [140]) and training

dataset sizes (at 1012 samples, growing at 0.11-0.23 orders of magnitude per year [174]), require

larger and larger networks. The large number of components in the system increases the likelihood

of failure of individual components while simultaneously increasing the cost of a failure for any idle

cycles due to failure.

3.2.2 Challenge with Redundancy

We posit that handling network faults should be transparent to the application, and should

not require the development of custom hardware or network protocols. This subsection discusses

why the use of RDMA in large-scale DDL poses a challenge to application transparent failure

handling.

3.2.2.1 Remote Direct Memory Acess (RDMA) Background

RDMA enables the transfer of data between memory in two different servers without the

involvement of the CPU in either server [143, 152]. This can be system memory or the GPU’s

memory (through GPU Direct [41]). This approach facilitates efficient and effective communication,

as CPU cycles are reserved for application processing and the data transfer is not bottlenecked by

the CPU. RDMA was originally designed to work over Inifiniband, but is now widely supported

over Ethernet fabrics through RDMA over Converged Ethernet (RoCE) as well.

Consider Figure 3.1, which shows the physical components in a system that supports RDMA.
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Assume an application running in host 2 has set up a transfer between some memory region in host

1’s memory (shown in the figure in red). The NIC has the ability to directly access host 1 memory

(over the PCIe bus), which it uses to read memory, formulate a network packet, and send it to the

remote system using the assigned queue pair port as the sending port. For host 1, this is RDMA

NIC port 1. The host 2 RDMA NIC also has an assigned port for the queue pair (in this case, port

2) to receive the corresponding data. Host 2 will receive the packet through port 2 and continue

execution with the data read from host 1’s memory. In this scenario, the host 2 processing unit is

a GPU.

3.2.2.2 Application Modifications

The programming model of RDMA is inherently tied to hardware as it involves setting up

memory regions and context for the transfer (e.g., the destination host). The NIC will create RDMA

control messages to establish the context, then the application can use the libibverbs API to set up

queue pairs. The libibverbs API encapsulates the functionality needed to set up the hardware to

initiate a transfer. The first calls made by an application are to get a list of devices which support

RDMA (ibv get device list), and then open one of those devices (ibv open device). Each port

of a NIC appears in Linux as a separate device.

Applications can then set up a production domain (ibv alloc pd()) and completion queue

(ibv create cq()) for the specific device, then register the memory region to allow the device to

read/write data to this memory (ibv reg mr()) and setup queue pairs (ibv create qp()). When

setting up a queue pair, the application indicates the connection type, and in many cases, including

DDL, this will be the ‘reliable connection’ to enable the hardware to track lost packets and perform

re-transmission.

Note that the application is tightly coupled with the underlying device (i.e., specific network

port). If a failure did occur, the applicaiton would be required to detect network failures (network

awareness), choose an available path (path discovery), and change the device use for the connection

(re-initialize the queue pairs and communication channels).
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3.2.2.3 Hardware and Protocol Modifications

Rather than modifying applications, there is a line of work that introduces new hardware and

protocols that may support resilience at the network edge. These works are focused on addressing

network congestion by proposing alternatives to equal cost multipath (ECMP) as they find that

ECMP for ML workloads may lead to congestion [121, 169, 160, 95].

Most of the proposed changes are to network switches, and do not address faults at the

network edge [169, 160]. However, in the Multi-Path RDMA (MP-RDMA), the authors propose a

custom FPGA NIC to perform network load balancing [121]. The FPGA NIC performs congestion-

aware packet distribution to multiple paths using one congestion window for all paths. A specialized

path selection algorithm sends traffic on paths with similar delays to reduce out-of-order packets.

Fault tolerance is considered between the ToR switch and the spine switch, but not at the edge.

MP-RDMA requires extending the RoCE protocol with new fields in the packet header to detect

congestion, and requires all nodes to support the new protocol and hardware.

Given that this approach does not consider the components at the edge of the network, it is

not suitable (without extension) to solve the need for resilience at the edge. Even if extended, it

would face deployment challenges as it requires both custom hardware and a custom protocol.

3.3 Resilient Network Architecture for Unmodified Applications

THORN, illustrated in Figure 3.2, is a host-level network architecture that transparently

increases resilience to failures at the network edge. This section describes how THORN provides

non-disruptive resilience for DDL applications using RDMA without requiring the application to be

modified. This is achieved through 1) creation of a single virtual device that applications can bind to

and use with RDMA APIs, 2) tunneling of traffic between these devices on different hosts/workers

to hide the underlying network redundancy, and 3) use of standard routing protocols to detect

failure and select alternate paths. All steps are designed to be offloaded to hardware to maintain

the performance profile of RDMA (discussed further in Section 3.4).
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3.3.1 Single Virtual Device

As covered in Section 3.2.2, applications are tightly coupled with the underlying device due

to the programming model of RDMA. Rather than force applications to change how they interact

with the RDMA hardware and become network aware, or change the underlying hardware and

introduce extensions to RDMA, we introduce a novel approach which is transparent to applications

and works with commodity hardware. THORN creates a single (virtual) device that an application

can bind to that can direct traffic to any underlying RDMA port, whether to different ports on the

same NIC or to ports on different NICs.

We leverage SR-IOV, an I/O virtualization technology commonly supported in NICs [55].

Setting up an SR-IOV device will result in two devices in Linux, illustrated in Figure 3.2: the

SR-IOV device, and a port representor. The SR-IOV device is a physical device that implements

the functions of the underlying NIC. The port representor represents a virtual port, and can be

interacted with using the standard Linux network stack [38].

The SR-IOV device is assigned both a MAC address and an IP address, which we call

MAC APP H1 and IP APP H1 in Figure 3.2 – IP/MAC to indicate the type of address, APP

to indicate that this is what the application sees, and H1 to indicate this is host H1. A DDL

application can connect to the equivalent APP addresses for different workers.

As indicated in Figure 3.2, multiple SR-IOV devices may be created. One could be created

for each worker running on a host and others created for other application infrastructure, such as

connections to storage or databases containing training data; THORN can provide resilience for

accessing those services as well.

3.3.2 Bridging to a VXLAN Tunnel

With applications now binding to the SR-IOV devices, THORN must then create network

tunnels between SR-IOV devices on different workers in order to hide the underlying network

redundancy. We use VXLAN to create the network tunnels, which is commonly used in datacenters
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Figure 3.3: Structure of packets as they enter the network from a NIC.

and multi-tenant cloud environments. VXLAN creates a single layer 2 network regardless of the

underlying network protocols [122].

VXLAN allows us to create a single virtual tunnel end point (VTEP) device in Linux with a

shared VXLAN network identifier (VNI) instead of creating individual tunnels between every pair

of end points. In a multi-tenant or multi-application environment, different VNIs can be used to

create multiple isolated virtual networks.

THORN must make it appear as if all of the SR-IOV devices for all of the workers (or

databases, etc.) are directly attached through a single big switch. To do this, we put all of the

SR-IOV devices and the VTEP device into a single Linux bridge, as illustrated in Figure 3.2.

The VTEP is used for application-to-application addressing, but a means to support host-to-host

addressing (to tunnel the traffic) is also needed. To create this addressing support, we assign an

IP address to the loopback device (lo) on each host, which is a device that is always up and can be

used to identify the host consistently across all network devices with a single IP address. Once the

VTEP is created, we can configure Linux tables to encapsulate and direct traffic. Figure 3.3 shows

an example of a complete packet as it would appear when it is sent out of the physical NIC port.

When an application sends traffic, the application knows the IP address of the destination

(e.g., some other worker). The bridge forwarding database (br fdb in Figure 3.2) holds a mapping

between IP addresses (as used by the application, so IP APP H{#}) and MAC addresses (as used

by the application, MAC APP H{#}). The br fdb resolves the destination MAC address and

forms a RoCEv2 packet, as labeled in Figure 3.3.

The packet is then forwarded to the VTEP device. There, a lookup on the EVPN (Ethernet

Virtual Private Network) fdb table using the destination MAC address (MAC APP H{#}) provides

information about the remote VTEP associated with that MAC address. This includes the IP
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address of the host with the remote VTEP as well as the VNI of the VTEP. The application packet

is then encapsulated (labeled as Tunnel in Figure 3.3). For VXLAN, this includes an IP header (of

the source and destination hosts, so IP LOOP H{#}), UDP header (which carries a fixed port for

the destination), and VXLAN header (which carries the VNI).

Finally, the packet’s destination IP address (which is the destination in the tunnel, or

LOOP IP H{#}) is looked up in the routing table, which contains a list of next hops ordered

by best selection. In our example, the packet would be configured to go out device p1. The source

is filled in using the MAC address of device p1 and the destination is filled in using the MAC

address of the port of the switch connected to device p1.

3.3.3 Scalable Path Selection with EVPN

The previous subsection discussed the various tables and processing steps for handling a

packet. This subsection describes how THORN populates and maintains those tables. THORN

uses standard routing software on each host, as shown in Figure 3.2. In particular, we use EVPN

(Ethernet Virtual Private Network), a standard control plane using the BGP (Border Gateway

Protocol) routing protocol. EVPN is used to enable two core functions of THORN: first, it allows

each router to advertise the VNIs of the VTEPs it is hosting. This approach provides an automated

way for each router to know the IP addresses of all of the hosts with the same VNIs.

The second capability is what makes EVPN highly scalable, at it can be used to exchange

the forwarding databases (FDBs). Typically, to determine the MAC address of a destination from

an IP address, the Linux kernel issues an address resolution packet (ARP) request which forwards

the message to all hosts. This approach is not scalable for larger networks. Instead, with EVPN,

BGP is used to exchange this information. As such, anything learned on one host is then known

on others, making this highly scalable.

For path selection, BGP peers with neighboring routers. With this peer system, any node

knows the available network paths (i.e., it learns about routes available via devices p1 and p2 in

Figure 3.2). Then a node can select a best path and set the path into the routing table (the last
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step discussed in the previous subsection).

When failures occur at the network edge, they are detected in a fast manner through bi-

directional forwarding detection (BFD). BFD is a protocol that can rapidly, and with low overhead,

detect failures on a link between two connected devices [39, 10]. This protocol is integrated into

the routing software. If a NIC fails, a link to the ToR fails, or the ToR itself fails, the routing

tables in Linux will be updated quickly. With the routing table in Linux updated, the last step of

the packet processing previously discussed only sees one of the devices (between p1 and p2) as a

possible next hop, and will choose that as a result.

3.4 Hardware Offload with Unmodified Hardware/Protocols

In Section 3.3, we demonstrated an approach to provide a virtual device that can traverse

different network ports (to different ToR switches) with standard Linux-based software. It was

designed such that it could be offloaded to hardware with minimal custom software, which we

describe here.

3.4.1 Hardware offload with switchdev

With RDMA, local data (whether in system memory or GPU memory) should be directly

accessible by the NIC, which can create the needed packet headers and transmit the packets. This

means that the tables and configured transformations need to be offloaded to hardware. Without

hardware offload, software in Linux needs to craft the packets, which is directly counter to one of

the primary benefits of RDMA.

Linux provides a standard driver interface called switchdev [21] which offloads the for-

warding (data) plane from the kernel. Many NICs support this interface, including the Mellanox

Connect-X 5 card used in our experiments.

One challenge is that the switchdev driver does not offload every configuration in Linux – e.g.,

it does not offload the VTEP device which performs encapsulation in a VXLAN header. However,

one aspect that is well supported for offload are rules inserted with the traffic control (tc) utility.
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tc is quite powerful at expressing rules following the structure of a match-action pairing, with a

rich set of match capabilities and a rich set of action capabilities.

In the case of THORN, the packet starts with an application destination IP and MAC address,

and this information needs to determine the associated remote VTEP (IP address of the remote

VTEP), encapsulate the packet in a tunnel header, and then forward based on the routing table.

To achieve this processing, THORN uses one type of match rule and two types of actions.

tc match: We match on the destination APP MAC address, with one rule per destination

SR-IOV device (what the application binds to). Actions can be referenced by an index, allowing

multiple matches to share the same action by having each match refer to the action index. This helps

with scalability in THORN, as each host may have multiple SR-IOV devices, and each corresponding

match conditions can map to the same action index.

tc action 1: This action sets metadata about the tunnel, including the VNI and the

LOOP IP of the destination hosts’ loopback device, using the tunnel key action. One of these

actions is required per destination host.

tc action 2: This action redirects the packet to the VTEP device, which will use the

metadata to encapsulate the packet in a VXLAN header, and pass the (now encapsulated) packet

to be forwarded. Because we only use metadata, only one of these actions is needed per host.

The routing table used for forwarding is automatically offloaded by the switchdev system.

This is especially useful since upon failure, the tc matches and actions described above do not need

to change, only the routing table which maps destination IP address (i.e., LOOP IP H{#}) to a

next hop must change. The change to the routing table is able to be handled quickly by the Linux

kernel driver.

3.4.2 Correctness despite a best effort protocol

The Reconciler application in THORN is what translates between the kernels network config-

uration that can’t be offloaded and the offloadable tc rules needed to process packets. The Recon-

ciler uses the netlink protocol [37] to monitor the Linux kernel’s network configuration. Netlink is
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a socket family that is widely used for communication between a user space process and the kernel.

Netlink works in both a request-response mode (e.g., tell me the current Linux routing table),

as well as a publish-subscribe mode (e.g., update me when the Linux routing table changes). A naive

implementation of the Reconciler would subscribe to the tables of interest, wait for an update, write

a new tc rule, and repeat. Unfortunately, netlink is a best effort protocol that does not guarantee

delivery [37]. For example, it may drop messages due to lack of network socket buffer space in the

Linux kernel.

To build a more robust Reconciler, we design an algorithm (shown in Figure 3.4) that ensures

we converge on equivalence between the network configuration state as determined by the routing

software and the tc rules that can be offloaded. The Reconciler maintains a copy of it’s current

view of Linux forwarding databases. This view is initialized by requesting a dump from the kernel

(a full copy of the state). The reconciler then waits on updates from the kernel. When an update

is received, the new state is recorded in the Reconciler internal state. Updates are received by

requesting a full dump of the internal state (which mitigates inconsistency due to incomplete

updates from netlink). In case of an update that is missed entirely, the reconciler also periodically

(based on a configurable timeout) requests a dump from the kernel. This algorithm is effective

because it uses the update triggers from the kernel plus the periodic timeout to ensure a missed

update is missed for no longer than timeout, but avoids inundating the kernel with dump requests.

3.5 Evaluation

This section evaluates the effectiveness of THORN, using unmodified applications on com-

modity hardware (Section 3.5.1). We evaluate THORN on three core metrics: (i) The degree to

which failures in network edge components cause disruption in THORN. We find that there is no

noticeable impact on accuracy over time even with repeated failures over the life of the training. (ii)

The impact on bandwidth of THORN for collective communication operations. We find that there

is negligible impact in the bandwidth, enabling applications to transfer data at the full rate of the

underlying links. (Section 3.5.3) (iii) The impact on latency of THORN for RDMA transfers, dur-
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ing normal operation and during failure. We find that only packets that need to be re-transmitted

incur additional latency, and that the detection and fail-over time is so small that it only shows in

the 99.9th percentile. (Section 3.5.4)

3.5.1 Experimental Setup

3.5.1.1 Prototype and Testbed

The testbed where we run the THORN prototype is a cluster of 5 hosts and 2 switches.

Each host consists of an Intel Xeon Silver 2.10GHz 64-core CPU, an Nvidia A100 GPU with 16

GB of memory, and a dual port, 100Gbps Mellanox ConnectX-5 network card (which supports

RDMA). Each switch is a 48-port, 100Gbps Mellanox SN2700. The ports of each ConnectX-5 card

are connected to different network switches, and the switches are connected to each other using

an active-backup link pair. A 1 TB storage node is connected to each network switch, providing a

high-throughput, low-latency log collection and dataset distribution system.

THORN uses Linux 6.1.87, FRR version 10.1 for routing software, a patched version of

the rust-netlink library [51](with the modifications being upstreamed), and the Mellanox OFED

driver, version 24.01-0.3.3.1. To set up the eswitch on the NIC, we use the Mellanox Firmware Tool

(mstflint) [36] along with standard Linux utilities (such as iproute2), totaling 467 lines of scripting.

Setting up the VTEPs are standard Linux utilities with 102 lines of scripting. The Reconciler was

written with 3679 lines of Rust. We will open source the prototype upon publication.

The testbed consists of only commodity components that are used in datacenters. This setup

demonstrates that THORN does not require any changes to hardware or protocols, and is highly

deployable and interoperable.

3.5.1.2 Applications

Evaluating with real, unmodified applications allows us to evaluate various modes of paral-

lelism and communication patterns, while also demonstrating that THORN is completely trans-

parent to applications.
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ResNet101

The Residual Network (ResNet) is a convolutional neural network designed to enable deep

models: ResNet101 [58] is 101 layers deep. We train on the CIFAR10 [13] dataset, a collection of

60,000 32x32 color images that are categorized into 10 classes. We use a data parallel architecture,

using the Pytorch Distributed Data Parallel (DDP) API.

CodeParrot GPT-2

To evaluate a complete, large scale application, where we could vary the parallelism archi-

tecture for evaluation, we use CodeParrot as an application. CodeParrot [17] is a GPT-2-based

language model specifically trained to enable users to generate Python code (in the style of GitHub

CoPilot [23]). The authors behind CodeParrot provide datasets of code from GitHub [18] that

allows researchers to train the model from scratch.

We conduct the experiments using the Megatron-LM framework [157], which is a research-

oriented framework designed for training large-scale language models. It leverages Megatron-Core,

a GPU-optimized library, and offers a flexible API for developing custom transformer models.

Popular frameworks like HuggingFace Accelerate [1] are built on top of Megatron-LM. We configure

CodeParrot with 12 layers and a hidden size of 768. We run the GPT-2 training experiments on

the CodeParrot dataset across three different architectures.

Pipeline (model) parallel: The GPT-2 model consists of 12 layers. We used pipeline

parallelism where the boundaries between workers is between layers. In our case, we divide the

model into four parts to be distributed across four workers, each comprising of three layers.

Pipeline and tensor (model) parallel: We use a hybrid parallel architecture, combining

tensor and pipeline parallelism. The model is distributed across two nodes/GPUs horizontally and

vertically, requiring a total of four GPUs/nodes for full model-parallel execution.

Data Parallel: We also run GPT-2 training experiments in a data-parallel configuration.

In this setting, each GPU maintains a complete copy of the model, while data is distributed in

batches across the worker nodes.

NVIDIA Collective Communications Library (NCCL)
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We use the NVIDIA Collective Communications Library (NCCL) [127], a specialized library

for high-performance GPU communication, as our third application. NCCL offers a comprehen-

sive set of collective operations, including all-reduce, all-gather, reduce, broadcast, reduce-scatter,

all-to-all, and point-to-point communication. We test NCCL performance using NCCL Tests [127],

a benchmarking tool designed to measure the performance of collective operations across multiple

GPUs. NCCL Tests provides insights into the bandwidth achieved during the execution of these op-

erations. Importantly, this setup provides a seamless mechanism for us to experiment with varying

communication patterns in different configurations using a library used by many applications.

3.5.2 Impact on Applications Due to Failure

Core to THORN is that a failure of a data center network edge component should not disrupt

DDL applications (as current, application-level failure handling techniques do). Here, we measure

the actual impact of failures.

3.5.2.1 Accuracy over Time

In this experiment we measure the accuracy in ResNet101 training on CIFAR10 dataset

using Pytorch DDP API for 150 epochs. We compare a baseline of training under normal (non-

fault) conditions (without THORN) versus one in which network faults are injected and THORN

is running and able to handle detection and re-routing.

Faults are injected based on a constant distribution. A fault cycle has a 40 second period,

where the device is brought down for 20 seconds, brought back up for 20 seconds, and then the cycle

is repeated. We do this during the entire training time for both ResNet101 and GPT-2 training,

which means that over the course of training, many faults will occur.

We inject the faults at the network switch, rather than the host, to ensure there is no signal

from the operating system of the port going down, and that the failure detection mechanism of

THORN is detecting the failure. We selected the port on the device to bring down in a round-robin

manner,
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As shown in Figure 3.5, there is no noticeable difference in achieved accuracy as a function of

time, indicating THORN is able to keep the overall training job progressing – even in this extreme

fault scenario.

We also compare against a theoretical training accuracy vs time using checkpointing. The

first line (labeled Single Fault + Checkpointing), represents a best case if there were only a single

fault in the experiment that was subsequently fixed before restarting the training job, but does

not include the time to detect and initialize the workers from the checkpoint for the training job.

Between 1 and N epochs of training get lost due to the failure, and the line (dotted orange line in

Figure 3.5) illustrates the accuracy being stuck at the same amount until the training job re-starts.

We assume checkpoints happen every 10 epochs, thus the accuracy gets stuck at the same amount

for roughly 13 minutes (based on the measurements from Table 3.1). If multiple faults occur

during the training job, as it is the case for the experiment with THORN, the restart delay would

occur for every fault. The second line (solid orange line, labeled Many Faults + Checkpointing),

represents this case under the extreme fault scenario that we stressed THORN with. Traditional

checkpointing alone is not enough to be able to make training progress since there is a fault in every

epoch (whereas, THORN is able to continue with similar progress as the baseline without faults).

3.5.2.2 Latency: Across Varying Parallelism Architectures

At a macro level, we do not see a discernible difference in accuracy over time between the

case with faults using THORN, and without any faults. We can investigate further by looking at

the epoch latency.

This experiment uses the CodeParrot GPT-2 model, which allows us to change the parallelism

architecture with simple configuration changes. Our evaluation includes configuration with pipeline,

pipeline/tensor, and data parallelism architectures in Megatron.

For this experiment, we measure the time it takes to complete a training iteration. This

metric takes into account the failure detection time, failure recovery time, and the associated drop

in bandwidth due to the NIC re-transmitting packets as part of the reliably connected RDMA
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Figure 3.5: ResNet101 training on CIFAR-10 dataset using Pytorch DDP API on 4 nodes demon-
strating the time it takes to reach a certain accuracy in normal and fault-injection scenarios with
(in green) and without THORN (the rest).

channel. Faults are again injected in the same manner as described in Section 3.5.2.1 (20 seconds

down, 20 second up, repeated).

Figure 3.6, shows a cumulative distribution function (CDF) of the time to complete each

iteration for the three parallelism architectures (data parallel, pipeline parallel, and pipeline and

tensor parallel). In all three configurations, we see little to only modest impact. For data parallel,

the added latency at the 90th and 95th percentile is 5.3ms and 7.3ms, respectively, representing

a 1.1-1.6% overhead. For the pipeline parallel architecture, the 90th and 95th percentile have an

additional 54.9ms and 76.7ms latency, for an overhead of 5.6-7.8%. In the combined pipeline and

tensor parallel architecture, the 90th and 95th percentile have an additional 729.4ms and 928.4ms

of added latency, representing a 9.2-11.7% overhead.

It should be noted that in all of these experiments with THORN in place, the only overhead

in the data plane is an additional VXLAN header, which does not impact performance since it is

fully hardware-offloaded.
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Figure 3.6: Distributed GPT-2 training on CodeParrot dataset performance. Each data point is
averaged over 10 iterations.

3.5.3 Bandwidth: Varying Communication Operations

Next, we explore the impact on bandwidth for different communication operations. Here, we

used the NCCL test benchmark suite, which provides the means to test several different collective

communication operations, while also varying the message size. We ran tests with 100MB, 250MB,

1GB, and 2GB message sizes, all with the same amount of data exchanged (≈ 32GB).

Figure 3.7 is the graph for 2GB message size, which is representative of the results for all

message sizes. For example, at the 80th percentile, across all operations there is a maximum

difference of 0.129Gbps between the fault and non-fault scenarios. We attribute this difference to

the known challenge of temporary bandwidth drops upon packet loss in RDMA, which would occur

in these cases as the failure is unplanned and, as such, causes packet losses.

3.5.4 Failure Recovery Time

While previous experiments illustrate the impact on the application, here we look into system

performance at a finer granularity – in particular, measuring the latency impact for a singular fault.

We leverage an RDMA performance test benchmark tool as it provides better insights into

specific performance. To assess the impact of network failures on communication latency, we con-

duct a series of send transaction experiments between two nodes. Using the ib send lat command



61

with a message size of 223 bytes, we measure the latency distribution for both normal condi-

tions and scenarios with injected faults occurring midway through the experiment. The resulting

graph, shown in Figure 3.8, depicts the cumulative distribution function (CDF) of iteration la-

tency throughout the entire experiment. Note that data points with higher delay are due to

re-transmission, and the number of packets that need to be re-transmitted indicates the fail-over

time. We see that only packets that need to be re-transmitted incur added latency, and that the

detection and fail-over time is so small that it only applies in the 99.9th percentile.

3.6 Related Work

THORN addresses the problem of resilience in distributed deep learning applications. There

are two main bodies that we see as most related.

Application Level Fault Handling: The core approach that distributed deep learning

frameworks use are around checkpointing [53, 52, 61]. HopLite is one of these checkpointing frame-

works [182], which implements collective communication operations atop task-based systems that

allow workers to join and leave dynamically. This system improves resilience but does not ap-

ply in all scenarios (e.g., applications which cannot be architected with completely independent

tasks, and any application using pytorch or Tensorflow). In contrast, THORN can be considered

complimentary, as network failures at the edge with HopLite are still disruptive even in these sce-

narios. Another direction is Ultima [177] which proposes techniques such as adaptive timeouts and

transpose-all reduce collectives to reduce the impact of dropped or missed gradients. However, its

target is to reduce nominal packet loss (e.g., due to congestion, not failure), and it is unclear how

it would work under full failure scenarios (especially a top-of-rack switch failure).

Multi-path RDMA: Recent work by Google reported that the static routing decisions used

with RoCE in large scale systems (in this case 4096 nodes) can cause a slowdown of up to 9% and

for all-reduce workloads the throughput can be degraded by up to 50% [183]. Meta reported that

training jobs had a degradation of more than 30% due to network fragmented traffic and uneven

network distributions [95]. These motivated a long line of work in multi-path RDMA, to address
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the deficiencies of equal cost multipath (ECMP) [121, 169, 95, 160].

The closest work to THORN, which proposes a custom FPGA NIC and extensions to the

RDMA protocol to do network load balancing is by Lu et al. [121]. This prior work is not

transparent to the application and does not work with commodity hardware. Others, either require

significant modifications to the applications (whereas THORN is completely transparent) or target

the core of the network (which is complementary to THORN).

3.7 Conclusions and Future Work

This chapter presents THORN, an architecture for resilience at the network edge that requires

no modification to distributed deep learning applications and can work on commodity hardware and

existing popular protocols (RDMA). For application transparency, we introduce a virtual network

device that applications can bind to coupled with routing software on the end-hosts to detect failure

and select the best routing paths. The proposed system can work with commodity hardware through

the support of the switchdev driver, where we bridged the gap between the routing software and

the offload capabilities through a reconciliation loop performing rule translation. The end result

is a system that enables real applications to proceed without needing to revert to a checkpointed

state when encountering a failure at the edge of the network and thus reducing disruption from

minutes to milliseconds. Among possible future directions, we will explore integration with the

complimentary multi-path RDMA solutions. We will also look to find partners that would enable

us to test THORN at larger scales.
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Figure 3.7: NCCL test collective operations performance report with a message size of 2GB for a
baseline without THORN and without faults compared to with THORN and with faults. Similar
tests were run with 1GB, 256MB, and 1MB, and each showed that THORN handles failures neatly
enough to provide nearly the same throughput even in the face of frequent faults.

Figure 3.8: Latency CDF using RDMA performance test



Chapter 4

Optimizing Cloud Configuration Selection for Cost-Effective Distributed Deep

Learning Execution

In this chapter, we address the critical problem of selecting the optimal cloud configuration

for executing distributed deep learning workloads on cloud infrastructure.

The rapid expansion of deep learning models and datasets has outpaced the capabilities of

local machines, rendering them inadequate for training due to hardware constraints and prolonged

runtimes. Cloud providers offer high-performance infrastructure and AI services, facilitating faster

and more efficient model training.

However, selecting an optimal cloud configuration that balances cost and performance remains

a significant challenge for developers working with distributed deep learning workloads.

To address this, we propose a predictive framework that leverages a brief, partial run of the

workload on local hardware, along with application parameters and cloud specifications, to predict

near-optimal configurations in Google Vertex AI. Our approach delivers accurate predictions, en-

abling developers to make data-driven decisions when selecting cloud resources. For instance, our

models predict cost and training time with up to 10% error at the 90th percentile and identify the

top 3 cost-efficient configurations out of 126 options for a given training task. By optimizing work-

loads for cost and performance before deployment, our solution minimizes trial-and-error iterations,

reducing costs and improving efficiency.
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4.1 Introduction

Deep learning has become ubiquitous, extending its influence far beyond computer science

into fields such as medicine, finance, and environmental science, where it drives significant break-

throughs. As a result, an increasing number of non-expert users—individuals who are experts in

their domains but lack expertise in computer science—are leveraging deep learning to achieve their

goals. This growing demand underscores the need for simplified workflows and accessible tools that

enable domain experts to efficiently train models at a reasonable cost and achieve actionable results

without requiring deep technical knowledge of distributed systems.

The increasing size of datasets and complexity of deep learning models has led to the rise

of distributed deep learning (DDL). DDL enables efficient processing of large-scale datasets and

models by distributing the workload across multiple resources. In data parallelism, datasets are

partitioned, and each subset is processed by a separate worker node, with the results aggregated

to form the final output. This parallel processing significantly reduces training time for large

datasets. Similarly, in model parallelism, a model is divided into shards that are distributed across

GPUs or machines, allowing them to collaboratively train the model. This approach is particularly

advantageous when the model exceeds the memory or computational limits of a single GPU or

machine.

Cloud providers such as Google (Vertex AI) [99] and Amazon (SageMaker) [68] offer robust

platforms for hosting distributed deep learning workloads, presenting significant advantages over

self-managed clusters. These platforms provide access to scalable and powerful infrastructure while

abstracting away the complexities of cluster maintenance and fault tolerance. Additionally, they

include a rich suite of tools and APIs to streamline the machine learning lifecycle, from dataset

preparation to model inference. For example, Vertex AI allows developers to package their training

code in a Docker container, upload it to an image registry, and deploy it on a distributed Kubernetes

cluster by specifying a few parameters, such as the number of workers and instance types. These

services automatically handle cluster provisioning, inter-worker communication, and monitoring,
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Figure 4.1: An overview of the workflow used for predicting optimal configurations

making them a reliable and efficient solution for DDL applications.

Despite their benefits, cloud platforms pose unique challenges, especially for users with limited

expertise in distributed systems. One critical challenge is selecting the optimal cloud configuration

to balance two primary objectives: minimizing training time and controlling costs. With hundreds

of hardware types and configurations available, and parameters like the number of workers and batch

size directly influencing both cost and training duration, optimizing the configuration is non-trivial.

Beyond that, even after determining a configuration to use, another challenge is understanding how

much a given job would cost and how long it will take to complete. Visibility like this would help

engineers make informed decisions about using the cloud resources during their development.

There have been previous attempts at addressing these challenges. One work was Ernest [172],

which builds a performance model of an application to then be able to determine the optimal virtual

machine configuration to use. While Ernest is relatively low overhead, needing only to run a few

samples of the dataset, it is not general. Ernest can only select VM sizes within an instance type

family and would need to re-build the performance model again for each instance family type.

This is particularly limiting as there are quite a few instance type families per cloud provider,

and many cloud providers. Furthermore, it needs re-training for every change in code. For DDL

applications, this includes parameters like batch size and number of epochs, which greatly can

impact the performance and run time.
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Another work is Cherrypick [67], which aims to identify optimal or near-optimal configura-

tions for recurring big data applications by executing sample runs of the full application within

the cloud on a given configuration and iteratively refining the configuration. While this generalizes

to support a wider set of applications and instance types, it is not scalable. Running distributed

deep learning (DDL) tasks multiple times in the cloud before identifying an optimal configuration

imposes significant overhead in both time and cost. In CherryPick, a limited search space still

required about an hour to find an optimal configuration. As the cloud configuration search space

expands, exhaustive sampling is increasingly infeasible.

In this chapter, we introduce a new approach based on developing deep learning models,

which is both generalizable and scalable. It builds on two important observations. The first

observation is that we can extract resource characteristics of a distributed deep learning training

application from a short run in a single container (in our experiments, we ran for 10 minutes).

To do this, we can leverage Kubernetes in Docker (KinD) [114], which allows running a DDL

application with low overhead, possibly even on a local node, while still enabling us to capture its

characteristics such as CPU and memory usage along with its communication patterns. This small

data collecting, independent of application parameters, along with the efficiency of inferencing,

make this a scalable approach. The second important observation is that insights gained from

DDL configuration optimization can be generalized across different applications. Because there is

enough commonality between some applications, we can leverage the characteristics of one to aid

in the predictive capabilities for another. This reduces the necessity of performing task-specific

sampling to derive high-quality configuration candidates, making the solution general.

As illustrated in Figure 4.1, to perform a prediction for a new application, our approach

performs a minimal local execution—such as a preliminary run on a laptop or a single-node ma-

chine— to extract resource and communication usage features. Combined with DDL task parame-

ters, hyperparameters, and infrastructure characteristics (e.g., available CPU resources, number of

workers), we then perform inferencing on pre-trained models that enable predictive insights before

deploying the workload in the cloud, specifically on Google Vertex AI.
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With this, we build two deep learning models, trained on multiple applications with both a

local run, and in-cloud runs with many different configurations (number of workers, machine type,

batch size, etc). The first model is built around the assumption that the model will be trained

with a data set large enough where the set of applications is representative of any new application

for which predictive insights are needed. This is practical for cloud providers, who, through simply

running training jobs for their customers, will have a large dataset. This model takes as input the

output of the local run, along with application and infrastructure features, and can predict the

time and cost. For different application or infrastructure configurations, one can change the inputs,

and since inference is fast, this can allow for quick exploration. The second model is built for the

cases where a limited data set is available, making precise time and cost estimations infeasible for

applications with unseen characteristics. In this model, our method leverages knowledge learned

from other training tasks with diverse configurations to identify the most efficient configurations.

This allows for effective cost and training time optimization even in the absence of task-specific

historical data.

We evaluate our predictive models to demonstrate the effectiveness of our approach, with

a collection of 7 applications, run across 630 different configurations. For cost and training time

prediction, our models achieved a root mean square error (RMSE) of approximately $1 and 30

minutes, respectively, accounting for 25% and 27% of the average values on validation sets. This

accuracy is limited by our resource limitations, but we fully expect it to be highly accurate with more

data. To demonstrate the potential even in scenarios with insufficient data, our top-configuration

ranking model in cost optimization was successfully able to identify all optimal configurations during

inference. Additionally, by leveraging traditional machine learning models and feature engineering

techniques, we conducted a detailed analysis of the collected dataset, uncovering underlying patterns

and relationships. This comprehensive evaluation validates our methodology and demonstrates

the potential of our approach in enabling cost-effective and efficient cloud-based distributed deep

learning.
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4.2 Background & Motivation

In this section, we begin with a real-world example to illustrate the motivation behind this

research. We then review prior work in the field, highlighting how our approach complements

existing efforts in this research direction.

Motivating Example - Consider the following training task: training a VGG-16 model [158]

on the EuroSAT dataset [105]. Running this task on a typical laptop is technically feasible, but

it would take an unacceptably long time due to the computational limitations of local hardware.

To expedite the process, we offload the task to the cloud, choosing Google Vertex AI as the target

platform. For this scenario, distributed data-parallel training is appropriate. The training code

is implemented using the PyTorch Distributed Data Parallel (DDP) API [135], encapsulated in

a Docker container, and pushed to the Google Cloud Container Registry. This container is then

deployed using the Vertex AI Custom Training with Custom Containers service [80].

When deploying the task, Vertex AI requires users to configure various parameters, including

the type of instances used for training. For simplicity, let us focus solely on the choice of instance

type, keeping all other parameters constant. Consider two available instance types: N1-standard-4

and E2-highmem-16. A naive heuristic might suggest selecting the cheaper instance per hour

according to the information available on the Vertex AI webpage [81] , in this case, N1-standard-4.

However, let us evaluate the actual cost and training time for this task on these two config-

urations:

• Using N1-standard-4 with 3 nodes (1 master and 2 workers), the task takes approximately

33 hours to complete, costing $24.29.

• Using E2-highmem-16 with the same node setup, the task completes in just 7.5 hours. Al-

though the hourly cost of E2-highmem-16 is three times higher than that of N1-

standard-4, the total cost is only $19.06.

This example highlights an important insight: choosing the cheapest instance type based

solely on hourly pricing can lead to suboptimal outcomes in terms of both cost and time. Con-
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versely, always opting for the most expensive instance type to achieve faster results may lead to

unnecessary resource waste. The optimal choice lies in balancing the cost and time trade-offs, a

decision that can be challenging without a comprehensive understanding of the interplay between

instance characteristics, training workload, and resource requirements.

Background — Prior work has addressed similar challenges in optimizing cloud configurations

for computational workloads. For instance, CherryPick [67] employs Bayesian optimization to

predict the optimal cloud configuration by leveraging sample runs of a workload within the cloud.

Given a search space encompassing all available configurations on Amazon EC2 (66 configurations

in their case), it claims to identify the best or near-optimal configuration with high probability

after a limited number of trials. However, its effectiveness is primarily suited for recurrent big data

workloads, as it requires multiple job executions (at least six, according to their benchmarks) to

converge toward an optimal configuration.

Similarly, Ernest [172] constructs performance models for machine learning workloads by

having a few sample runs to estimate resource requirements. This approach aims to minimize both

resource waste and runtime by predicting the optimal allocation of cloud resources for training

tasks.

However, these approaches exhibit fundamental limitations. CherryPick [67], for instance,

struggles with scalability as the number of possible configurations and platforms for distributed

deep learning (DDL) workloads continues to grow. As acknowledged by its authors, its optimiza-

tion process slows significantly as the search space expands. More critically, CherryPick relies on

executing sample runs within the cloud to guide optimization, introducing substantial overhead in

both cost and time. Our experiments indicate that even during the trial phase, training times can

extend to several hours per trial, rendering the approach impractical for large-scale or time-sensitive

workloads. Furthermore, CherryPick inherently requires cloud-based sample runs for each new task

and does not leverage prior knowledge from previous DDL training tasks to make informed pre-

dictions for new ones. A more adaptable solution would exploit historical training data to refine

predictions over time, reducing the need for costly in-cloud sampling.
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Similarly, Ernest [172] presents significant drawbacks. Because it constructs performance

models tailored to specific workloads on a given instance type, it necessitates retraining for each new

instance type, limiting its adaptability in dynamic cloud environments. Moreover, it is primarily

designed for machine learning applications with specific structures and is not explicitly optimized

for DDL workloads, which exhibit unique scaling behaviors and performance characteristics that

traditional models fail to capture. An effective alternative should leverage the intrinsic properties of

DDL tasks to enhance cloud configuration predictions, enabling more accurate and efficient resource

selection while minimizing retraining overhead.

In this research, we address these challenges by developing a deep learning-based predictive

framework for selecting the optimal cloud configuration, optimized for cost or training time. In

addition to extracting features from the application code and DDL infrastructure, our approach

utilizes a sample run of the application on a minimal local setup—referred to as the local run

throughout this chapter—as a representative workload. This local run incurs no additional cost,

as it does not execute within the target cloud environment. Our method is inherently scalable,

leveraging deep learning inference, and we anticipate that its accuracy will improve as more job

records are incorporated into the training dataset over time. Notably, our approach does not require

retraining for each new DDL task, as it effectively generalizes across applications by leveraging

knowledge gained from prior training tasks.

4.3 Design & Implementation

In this research, we address the limitations of prior works by developing a deep learning-based

predictive framework for selecting the optimal cloud configuration, optimized for cost or training

time.

Our method is inherently scalable, leveraging deep learning inference, and we anticipate

that its accuracy will improve as more job records are incorporated into the training dataset over

time. Notably, our approach does not require retraining for each new DDL task, as it effectively

generalizes across applications by leveraging knowledge gained from prior training tasks.
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This section presents the design and development of a deep learning-based solution for select-

ing the optimal cloud configuration for distributed data-parallel deep learning (DDL) workloads

on Google Vertex AI. Our approach involves training two distinct sets of models, each addressing

different aspects of the problem.

In the first set of models (depicted in Figure 4.2), we design a deep learning model to predict

cost and training time as continuous values. These models aim to provide accurate estimations,

facilitating informed decision-making before executing a training job in the cloud.

In the second set of models (depicted in Figure 4.3), we formulate the problem as a classifi-

cation task to identify the top configurations in terms of cost or training time for a given workload.

By using a binary labeling scheme (0/1), our approach optimizes the selection of the most efficient

configurations while ensuring robust generalization to new tasks.

The remainder of this section is structured as follows: First, we describe the feature set

used in training our models. We then detail the deep learning model architectures and their design

choices, along with the rationale behind our approach and its implications for scalable and accurate

cloud configuration prediction.

4.3.1 Feature Engineering

Distributed deep learning (DDL) tasks are governed by a wide range of parameters and

hyperparameters at both the application and infrastructure levels, each impacting training time

and cost. Table 4.1 summarizes the key features used in our dataset construction and model

development.

Application Features: These features are extracted from the application code and are

necessary to start the training job. For example, the number of parameters (both trainable and

non-trainable) can be obtained using framework APIs such as PyTorch. Hyperparameters like

learning rate, batch size, number of epochs, and optimization function are explicitly chosen by the

developer. Additionally, features such as the number of layers, input size, and output size can be

extracted from the model development code. The Layers Info feature represents an array of the
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Figure 4.2: Cost (left) and Training Time (right) Prediction Model Architectures for Accurate
Prediction.

Figure 4.3: Top Candidate Prediction in Terms of Cost (left) and Training Time (right) Model
Architectures.



74

Table 4.1: Features and their categories used in the current model development

Category Feature

Application Features Number of Model Parameters
Learning Rate
Batch Size
Number of Epochs
Number of Layers
Optimization Function
Input Size
Output Size
Layers Info

Infrastructure Features Number of Workers
Instance Type
CPU
Memory
Disk

Local Run Timeseries CPU Usage
Memory Usage
Inbound Network Usage
Outbound Network Usage

specific layers constituting the deep learning model. For instance, layers like Conv2D, ReLU, and

Dense are recorded in this array in order. In this group of features, categorical attributes such as

layer information and optimizer function were transformed into encoded (e.g. one-hot) vectors to

facilitate their use in the training task. Additionally, the input and output sizes were computed as

the product of their respective dimensions, providing a single scalar value for each. This approach

ensures consistency and numerical compatibility for inclusion in the dataset.

Infrastructure Features: These features represent the target hardware and setup for the

training job. Examples include the number of workers, instance type, CPU, memory, and disk size.

For a single data point, these features might correspond to values such as 3 workers, N1-standard-4

instance type, 4 vCPUs, 15 GB memory, and 100 GB disk. Instance type, a categorical feature in

this group, is represented using one-hot encoding to facilitate its integration into the model.

Local Run Timeseries: We require a representative workload that can serve as input to

our models without incurring additional costs. Therefore, before executing a DDL application in
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the cloud, we first run the task on a minimal single-node cluster setup to collect resource usage

data over a short period. This data forms the Local Run Timeseries, as referenced in Table 4.1.

The local run captures up to the first 10 minutes of training and records key metrics, including

CPU usage, memory usage, inbound network traffic, and outbound network traffic.

By engineering these features, we aim to comprehensively represent both the application-

specific and infrastructure-specific factors that influence distributed deep learning tasks. Addi-

tionally, the inclusion of local run timeseries data provides a practical and lightweight method to

enhance the model’s predictive capabilities.

4.3.2 Model Development

The architecture of our deep learning model for predicting cost and training time is designed

to effectively leverage the diverse features discussed in the previous section. Our approach begins

by grouping the input features into distinct categories: Application/Infrastructure Features, CPU

Usage, Memory Usage, and Inbound/Outbound Network Usage. Each of these groups is processed

separately through a series of layers to generate an embedding vector, capturing relevant feature

representations.

These embeddings are then concatenated and passed through a sequence of dense layers to

learn relationships across different feature groups. In the initial processing stage, where each feature

group is handled separately, we integrate Bi-Directional LSTMs to capture temporal dependencies

and patterns in sequential features, such as timeseries data collected from local runs. Meanwhile,

dense layers facilitate the learning of complex interactions between categorical and numerical fea-

tures. This architectural design ensures that the model can effectively handle the high-dimensional

and heterogeneous feature space inherent in cloud configuration selection.

We began with a preliminary architecture consisting of 2–3 layers in both processing stages

and iteratively refined the model based on performance metrics, optimizing for predictive accuracy

and generalization.

As illustrated in Figure 4.2, the architectures for cost and training time prediction follow a
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unified design approach, aligning with the reasoning outlined earlier. The final output is produced

by a Dense layer with a ReLU activation function, predicting either cost or training time. The

model is trained using the Huber loss function, and we optimize for Root Mean Squared Error

(RMSE) on the validation set, as this is a regression task.

A key distinction between the two models lies in the training time prediction architecture,

incorporates an additional Dense layer before the final output and integrates Batch Normalization

layers after Dense layers to refine static input processing. This design choice was guided by hy-

perparameter tuning, which demonstrated that these modifications improve prediction accuracy by

enabling the model to better capture the complex dependencies affecting training time.

For the second set of models depicted in Figure 4.3, designed to classify top-performing

configurations for cost and training time, the architecture remains largely similar to those in Figure

4.2. However, for predicting top candidates based on cost, we added batch normalization after each

Dense layer in the static feature processing stage, as well as in the CPU, memory, and network

time-series processing stages. Batch normalization was also applied to the Dense layers following

concatenation to enhance training stability and generalization. For predicting top candidates based

on training time, batch normalization was only added after the Dense layers in the static feature

processing stage.

Additionally, the final activation function was changed to sigmoid in both models to align

with the binary classification objective—determining whether a given configuration belongs to the

top-performing set.

4.4 Dataset Collection

To construct our dataset, we executed seven different DDL application in two environments:

(1) a local single-node setup to collect local run timeseries data, and (2) Google Vertex AI, where we

deployed the applications across various cloud configurations. This process generated approximately

630 data points, where each job is labeled with its corresponding training time and training cost.

These data were then unified at the preprocessing stage so that each datapoint has all the feature
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values listed in Table 4.1.

Applications and the number of datapoints per application is listed in table 4.2. Below, we

detail the data collection methodology for each setup.

Table 4.2: Dataset Information for Different Applications

Type Training Task # of Data Points

Text Classification

AG News [161] 126
IMDB Reviews [163](Custom DNN) 61
IMDB Reviews [163](BERT + FC) 56

UDPOS [164] 126

Audio Recognition YESNO [165] 119

Image Recognition
EuroSAT [162](Custom CNN) 81
EuroSAT [162](VGG + FC) 63

4.4.1 Local Setup

For collecting local resource usage data, we utilized a single-node environment on CloudLab

[91], featuring two Xeon E5-2650v2 processors (8 cores each, 2.6 GHz) and 64 GB of DDR3 memory

(8 × 8 GB RDIMMs, 1.86 GHz).

Distributed deep learning containers were deployed using a single-node Kubernetes cluster

created with KinD [114] and managed via the Kubeflow Training Operator [113]. To track container

resource usage, we integrated Prometheus [134].

An automation script deployed predefined Docker images to the Kubernetes cluster, moni-

tored resource usage for up to 10 minutes, and saved the data in CSV format. This streamlined

the data collection process and allowed for easy dataset expansion.

All DDL applications in this setup ran with three workers and fixed hyperparameters (e.g.,

batch size, learning rate) to ensure consistency while capturing representative resource consumption

metrics.
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4.4.2 Google Vertex AI Setup

To systematically explore diverse application and infrastructure configurations, we varied

three key parameters: instance type, number of workers, and batch size, as these significantly impact

training time and cost. Our experiments covered seven instance types, each evaluated across up

to six batch sizes and six worker configurations, resulting in 56 to 126 unique configurations per

application.

To automate data collection, we developed a script that accepts job specifications in JSON

format and submits them to Vertex AI, enabling parallel execution of multiple configurations. This

automation significantly accelerated the data collection process.

Once jobs were completed, training time was extracted from the Vertex AI job metadata,

while training cost was retrieved from Google Cloud’s billing records via BigQuery. Each job was

assigned a unique job label to ensure accurate cost attribution.

This automated approach ensures high accuracy and reliability, forming a robust foundation

for our predictive model.

Instance Types and Dataset Scope For this study, we focused on seven instance types:

n1-standard-4, n1-standard-8, e2-standard-16, n1-highcpu-16, n1-highcpu-32, e2-highmem-8, and

e2-highmem-16.

Although our dataset is constrained to these instances and specific configurations, it is de-

signed for extensibility. Future work can incorporate additional instance types, application vari-

ations, and hyperparameter settings to further enhance the dataset’s scope and generalizability.

This scalability underscores the adaptability of our approach for broader DDL workload execution

efficiency.

4.5 Evaluation and Data Analysis

This section presents a comprehensive evaluation of our solution on the collected dataset,

benchmarking its performance against traditional machine learning approaches such as Random
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Forest Regressor. Additionally, we conduct a feature importance analysis to identify strong corre-

lations between features and labels, providing deeper insights into the factors influencing training

time and cost, as well as the overall effectiveness of our proposed model.

Our evaluation is structured around two key prediction tasks. In the first task, where we

predict cost and training time as continuous values (a regression problem), we focus on minimiz-

ing prediction error in the validation set while maximizing the R2 score to assess model fit. In

the second task, where we classify top candidate configurations, we prioritize both precision and

recall, evaluating our model using a combination of Area Under the Curve - Receiver Operating

Characteristic (AUC-ROC) and confusion matrix analysis.

Finally, we apply off-the-shelf machine learning models as baselines. These traditional models

not only highlight the potential improvements offered by deep learning-based solutions but also pro-

vide interpretability, helping us uncover strong feature-label correlations and validate the relevance

of our selected features.

4.5.1 Deep Learning Models Evaluation

Time and Cost Prediction Model

First, we evaluate the models illustrated in Figure 4.2. For this evaluation, we partition the

dataset into training and test sets, ensuring that both contain data points from all seven DDL

applications mentioned earlier. This approach assumes that our dataset is sufficiently representa-

tive, meaning the test set does not include entirely unseen applications, allowing us to assess model

performance under realistic but familiar conditions. In this set of models, as explained earlier, we

aim to achieve a low Root Mean Squared Error (RMSE), which serves as a representative metric

for prediction error on the validation set. Additionally, we report the improvement in the R2 score

to illustrate how well the model fits our dataset.

We split our dataset into training and validation sets using an 80%-20% split and trained the

cost and training time prediction models for 400 epochs. The hyperparameters used in the training

process are summarized in Table 4.3. Figure 4.4 illustrates the decrease in the loss metric for both
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the training and validation sets over the course of training.

Table 4.3: Hyperparameters for the Cost and Training Time Prediction Models

Hyperparameter Cost Prediction Model Training Time Prediction
Model

Loss Function Huber (delta=1.0) Poisson

Learning Rate 0.0001 0.0008

Optimizer Adam Adam

Batch Size 32 32

Figure 4.4: Cost (top row) and Training Time (bottom row) Prediction Models Training Perfor-
mance. Loss values, R2 score, and RMSE metrics are captured.

Key Observations: The loss metrics for both models consistently decreased over time, with

no indications of overfitting or underfitting, demonstrating strong generalization to unseen data.

For the cost prediction model, the RMSE reached approximately 0.88 on the training set and

1.07 on the validation set. Given that the average cost in these sets was $3.8 and $4.1, respectively,

the RMSE corresponds to 23% and 25% of the average cost. Similarly, the training time prediction

model achieved RMSE values of approximately 0.33 and 0.53, with corresponding average training

times of 1.6 and 1.96 hours. This translates to RMSE values of 20% and 27% relative to the average

training time.

Moreover, the R2 scores consistently improved throughout training. By the end, the cost

prediction model achieved an R2 score of 0.98 for both the training and validation sets, while the

training time prediction model reached 0.99 for both. These high R2 values indicate that the models
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capture nearly all the variance in the data, reinforcing their reliability and accuracy.

Key Takeaways: An RMSE between 20% and 30% of the average value in continuous predic-

tions indicates a strong fit, demonstrating the reliability of both models. Furthermore, R2 scores

approaching 1 confirm that the models effectively capture the underlying variance in the data and

learn meaningful patterns, reinforcing their predictive accuracy.

The confusion plots, depicted in Figure 4.5, show that true versus predicted values are pre-

dominantly centered around the y = x line, further validating the models’ predictive capabilities.

(a) Cost ($) Model Confusion Plots (b) Training Time (hr) Model Confusion Plots

Figure 4.5: Confusion Plots for Cost and Training Time Prediction Deep Learning Models. Line
y = x shows the ideal fit.

To gain deeper insights into the prediction performance, Figure 4.6 presents the error CDF

graph alongside the CDFs of cost and training time data.

(a) Cost Value and Cost Prediction Error
CDF Distribution

(b) Training Time Value and Training Time
Prediction Error CDF Distribution

Figure 4.6: Cost and Training Time groundtruth values alongside their prediction error CDF
distributions.

Key Takeaways: The CDF for cost shows that 90% of the cost values lie below $9.72 and
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$13.56 for the training and validation sets, respectively. For training time, the 90% percentile values

are 4.65 and 5.37 hours. Comparatively, the error CDF indicates that 90% of the cost prediction

errors are within $0.68 and $1.36, and 90% of the training time prediction errors are within 0.39

and 0.46 hours for training and validation sets, respectively. These findings highlight that the errors

are small relative to the actual data distribution, demonstrating the reliability of the prediction

models.

Top Configurations Classification This approach simulates a scenario where the train-

ing set lacks a fully representative set of applications, such that the test set contains a DDL task

with unseen characteristics. While this setup may lead to less accurate absolute predictions of

training time and cost, it prioritizes maintaining relative accuracy, enabling the identification of

top configurations in terms of cost and training time. To evaluate the model’s ability to generalize

to previously unseen training tasks, we adopted a different train-test split strategy. Specifically,

we excluded all datapoints associated with a particular training application—AG News [161], con-

sisting of 126 datapoints—from the training set and reserved them exclusively for validation. The

key metrics in this evaluation are the model’s ability to accurately identify the top configurations

among the 126 datapoints (i.e., correctly assigning a label of 1) and its effectiveness in minimizing

false positives.

For training, we employed a binary cross-entropy loss function and optimized the model using

the Adam optimizer with a learning rate of 0.0001.

To construct the classification labels, we ranked all configurations based on both cost and

training time. A configuration was assigned a positive label (1) if it satisfied two conditions: (1)

it ranked among the top five configurations in terms of lowest cost or fastest training time, and

(2) its cost or training time remained within 1.5× of the absolute minimum, ensuring that only

configurations with no more than a 50% increase over the optimal value were considered viable

candidates.

Key Takeaways: Figure 4.7 presents the AUC/ROC curve, demonstrating the model’s ability

to identify top-performing configurations. Given the inherent class imbalance—where only a small
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subset of configurations qualify as optimal—AUC serves as the most reliable performance metric.

The model exhibits strong predictive capability, achieving an AUC exceeding 0.95. These results

indicate a high potential for practical deployment, with further improvements expected as larger-

scale training data becomes available.

When evaluating cost-based top configuration classification, we set an appropriate threshold

to distinguish between optimal (1) and suboptimal (0) configurations. The model correctly classified

3 configurations as top candidates from the 126 AG News datapoints, with no false positives.

Notably, the ground truth contained only 5 top configurations, meaning the model effectively

reduced the candidate search space by over 97%, narrowing down from 126 possibilities to only 3

viable options without requiring any prior observations or trial executions.

For training time-based classification, an optimized threshold resulted in 21 configurations

being classified as top candidates. Among these, 4 were true positives, while 17 were false positives.

Given that the ground truth contained 5 optimal configurations, the model reduced the search

space by over 83%, significantly streamlining the selection process. Despite some false positives,

this outcome is promising, as it enables developers to prioritize a small subset of configurations

without incurring additional computational costs or conducting exhaustive empirical evaluations.

These findings underscore the model’s utility in guiding configuration selection for training

tasks on Google Vertex AI, substantially mitigating the need for costly and time-intensive trial

runs. By leveraging this approach, developers can make data-driven decisions with high confidence,

leading to improved efficiency in cloud-based machine learning workflows.

4.5.2 Machine Learning Models Evaluation

This section establishes a baseline using traditional machine learning models and demon-

strates that our deep learning-based solution outperforms them, even if marginally. We anticipate

that as the dataset grows, the search space expands, and feature non-linearity increases, the perfor-

mance gap will widen, making traditional models less effective. Additionally, the interpretability of

machine learning models provides valuable insights into feature-label correlations, which can inform
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Figure 4.7: AUC-ROC curves demonstrating the classification model’s performance in identifying
top configurations for cost (left) and training time (right).

future deep learning model improvements.

Thus, we first present the results of off-the-shelf machine learning solutions applied to our

dataset for accurate cost and time prediction as well as top candidate prediction. We then analyze

feature importance using the Random Forest model, providing insights into the correlation between

the most influential features and the labels in our dataset.

4.5.2.1 Traditional Machine Learning Model Training

To evaluate traditional machine learning algorithms for cost and time prediction, we exper-

imented with Linear Regression [149], Random Forest Regressor [150], and XGBoost [88]. Our

goal was to assess their effectiveness in capturing patterns and relationships within the data and

compare their predictive performance against deep learning models.

We trained these models using an 80%-20% training-validation split and evaluated them with

standard regression metrics: Root Mean Squared Error (RMSE) and R2 score. The performance

metrics for cost and training time prediction are summarized in Tables 4.4 and 4.5, respectively.

For the top candidate prediction task (identifying the best configurations based on cost and

training time), we employed Random Forest for classification. Although we also experimented with



85

Table 4.4: Cost Prediction Machine Learning Models Performance Metrics (Validation Set)

Metric Linear Regression Random Forest Regressor XGBoost

RMSE 1.57 1.36 1.49

R2 score 0.95 0.96 0.96

Table 4.5: Training Time Prediction Machine Learning Models Performance Metrics (Validation
Set)

Metric Poisson Regressor Random Forest Regressor XGBoost

RMSE 1.78 1.12 0.5

R2 score 0.88 0.95 0.99

Logistic Regression, Random Forest consistently outperformed it. Therefore, we focus on discussing

the results obtained using Random Forest. It is important to note that the test set consists of an

unseen training task (i.e., AG News [161]), comprising 126 data points that have no overlap with

the training set.

Random Forest demonstrated strong performance in identifying optimal configurations in

terms of cost. With an AUC of 0.94, the model successfully predicted 4 out of 5 top configurations

while producing only one false positive, using a well-calibrated threshold to classify predictions as

1 (top candidate) or 0 (non-top candidate).

For training time-based top candidate prediction, Random Forest achieved an AUC of 0.88,

which is sufficiently strong for this task. With an optimized threshold, the model correctly identified

4 out of 5 true positives, albeit with 17 false positives (over 83%). Despite the false positives,

the model significantly reduced the number of potential configurations. This could be useful in

combination with an approach like CherryPick that requires actual trial runs, enabling an efficient

selection process based purely on input features.

Performance Observations: Linear Regression and Poisson Regressor exhibit signifi-

cantly lower performance compared to both other machine learning models and our deep learning

models. Their higher RMSE values and poor confusion plots indicate an inability to capture subtle

variations and complex patterns in the data, making them less suitable for accurate predictions.
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4.5.2.2 Feature Importance Analysis

To gain deeper insights into the dataset, we conducted a feature importance analysis using

the Random Forest models, which demonstrated strong performance and acceptable generalization

for both cost and training time prediction tasks. This analysis allowed us to identify the most

influential features in our prediction models, as shown in Figure 4.8.

Figure 4.8: Distribution of top 3 features in accurate cost (top row) and training time (bottom
row) prediction models using Random Forest Regressor Analyzer

Cost Prediction Insights: The cost prediction model highlights the significance of re-

source usage time series as key predictive features. Specifically, the top three features include CPU

and network usage on both master and worker nodes at different time intervals during the training

process on a local setup. As described in Section 4.3, the model incorporates up to 10 minutes of

resource usage data to enhance prediction accuracy.

A closer examination of resource usage patterns—such as CPU utilization at the 9th minute

on the master node, outbound network transfer at the 6th minute on the master node, and CPU
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utilization at the 8th minute on the worker nodes—reveals a distinct trend. Jobs with higher

resource utilization (CPU and network in this case) in later intervals, rather than just at the

start, tend to incur higher costs. This correlation may arise from heavier workloads or more

computationally intensive models, which demand greater resource consumption and consequently

lead to increased costs.

Training Time Prediction Insights: Similarly, the training time prediction model identi-

fies several key factors influencing the duration of training. A significant observation is the inverse

relationship between available CPU resources and training time: as CPU availability increases,

training times tend to decrease. Furthermore, the correlation between CPU utilization at the 9th

minute on the master node and outbound network transfer at the 6th minute with training time

suggests that higher resource utilization during later stages of training is associated with longer

training durations in this dataset.

Top Candidate Prediction: Our feature importance analysis using the Random Forest

model for predicting top candidates reveals that batch size, number of workers, and number of

machines are the three most influential features in classifying a configuration as top in terms of

cost. Similarly, for training time, the most critical factors are the number of workers, number of

machines, and available CPU resources. These findings highlight the significant role of resource

allocation and system configuration in determining optimal performance.

Limitations: These findings offer valuable, data-driven insights tailored to the analyzed

dataset. However, it is essential to recognize that these interpretations may not generalize across

different datasets, computational environments, or job configurations. For example, the observed

correlation between late-stage resource usage and increased costs or longer training times may vary

in other settings.

Nevertheless, leveraging feature importance analysis enhances our understanding of key fac-

tors influencing cost and training time. These insights can guide resource allocation strategies

and model optimization efforts, contributing to more efficient system configurations and improved

performance.
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4.6 Discussion & Future Directions

This research presents a solution for selecting optimal or near-optimal configurations for

running distributed deep learning workloads on popular cloud platforms such as Google Vertex

AI. While our approach has demonstrated promising results, several open challenges and future

research directions remain.

Dataset Limitations Our dataset was constrained by funding limitations, allowing us to

collect data from only seven applications with multiple configurations. These configurations were

constructed by varying a subset of application hyperparameters and cloud infrastructure-related

features. Expanding the dataset to include more applications, a broader range of configurations,

and additional meaningful features could significantly enhance model performance. Furthermore,

an interesting research direction would be exploring whether deep learning models can predict cost

and training time for unseen models and training tasks, rather than focusing solely on identifying

top-performing configurations.

Model Complexity The deep learning architecture used in this study was chosen for its

effectiveness on our dataset. However, as the dataset expands—incorporating more features and

diverse configuration combinations—new patterns and nonlinear relationships may emerge, requir-

ing more sophisticated model architectures. Future work will explore deeper and more specialized

neural network designs to better capture these complexities.

Potential directions include leveraging ensemble methods, model stacking, and multitask

learning to improve predictive performance and generalization. Additionally, incorporating richer

feature representations—such as detailed layer specifications (e.g., Conv2D dimensions) or embed-

dings generated from the training code using models like BERT [89]—could enhance the model’s

ability to make accurate and context-aware predictions.

Infrastructure Considerations This study focused on CPU-based training tasks and

assumed the availability of resource usage records from training runs on local hardware. However,

introducing GPUs or other specialized hardware into the training pipeline may introduce new
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challenges, such as managing GPU memory constraints, optimizing parallelism, and adapting to

hardware-specific performance variations. Addressing these factors will be crucial for extending the

applicability of this approach to a broader range of deep learning workloads.

These efforts will allow us to refine our approach and expand its applicability, ultimately con-

tributing to more efficient cloud resource management in distributed deep learning workloads.

4.7 Related Work

There have been several efforts to determine the best cloud configuration for running various

applications. CherryPick [67] attempts to find a near-optimal configuration by leveraging data

from a few sample runs within the cloud, while Ernest [172] constructs a performance model from

application characteristics to recommend an optimal setup. While effective, these methods are

primarily designed for recurrent jobs, where collecting prior execution data is feasible. Additionally,

solutions like CherryPick [67] face scalability challenges, as their computational cost increases

significantly with the expansion of the configuration search space.

Other works have focused on autoscaling and resource reconfiguration to minimize waste

and improve efficiency. OptimusCloud [123], PASCAL [119], and Escra [84] primarily address

resource reallocation during execution. OptimusCloud [123] is tailored for database systems, incor-

porating database-specific features to optimize performance across heterogeneous infrastructures.

PASCAL [119] introduces proactive autoscaling strategies that efficiently allocate resources to en-

hance response times while minimizing costs. However, despite their benefits, these solutions do

not explicitly optimize for user preferences in distributed deep learning services like Google Vertex

AI [99], where clients have greater flexibility in configuration choices. Additionally, DDL workloads

are not highly dynamic, eliminating the need for continuous online monitoring and autoscaling for

real-time resource optimization.

Lastly, prior research on cloud workload prediction has primarily focused on optimizing re-

source allocation through workload profiling, as seen in esDNN [178]. Additionally, DNNMem [96]

and LLMem [111] have aimed to estimate the GPU memory required for efficiently running deep
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learning tasks. However, these solutions are either designed for cloud providers managing highly

dynamic workloads or focus solely on memory allocation for specific tasks, overlooking other crit-

ical configuration parameters—such as application features—that significantly influence cost and

training time optimization from a user perspective.

Our work complements these efforts by providing a predictive framework for selecting optimal

configurations before executing a distributed deep learning workload in the cloud. This approach

can help users make informed decisions, reducing the need for iterative tuning and improving overall

efficiency.

4.8 Conclusion

In this research, we highlighted the increasing challenge of selecting optimal cloud configu-

rations for distributed deep learning tasks as more organizations transition to AI services provided

by major cloud platforms. Finding the right balance between cloud configurations and infrastruc-

ture is crucial to maximizing performance and minimizing costs. We proposed that by leveraging

a minimal local run of a job along with application configuration and hardware information, we

can design a deep learning solution to predict two critical metrics—training time and cost—when

possible or rank best possible configurations and use these predictions to inform the selection of

cloud configurations.

The results of our experiments on Google Vertex AI demonstrate the potential of our proposed

solution, indicating that accurate predictions can help guide users toward more efficient cloud

infrastructure choices.
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Conclusion

The rapid expansion of deep learning has brought both significant opportunities and sub-

stantial challenges to AI model development and deployment. As deep learning workloads grow

in complexity and scale, optimizing resource allocation, ensuring system resilience, and managing

cloud costs have become critical concerns. This thesis addresses these challenges by proposing novel

solutions across three key areas:

• Dynamic resource allocation: We introduce Escra, a next-generation container orches-

trator that performs sub-second, event-driven resource allocation. By continuously adapt-

ing resource distribution based on real-time utilization, Escra minimizes waste caused by

overallocation and improves the efficiency of cloud-based machine learning workloads.

• Fault-tolerant distributed training: We develop a transparent, hardware-offloaded

RDMA-based communication mechanism that enhances the reliability of distributed deep

learning frameworks. This solution mitigates disruptions caused by network failures with-

out requiring modifications to the underlying applications, ensuring robust performance in

large-scale distributed training environments.

• Cost-effective cloud configuration selection: We propose a predictive cost and train-

ing time modeling approach that helps developers make informed decisions about cloud

configurations. By analyzing lightweight, localized runs of deep learning tasks, our method

provides accurate estimates of resource requirements, enabling users to balance performance
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and cost efficiency effectively.

Together, these contributions form a comprehensive framework for improving the efficiency,

resilience, and cost-effectiveness of deep learning workloads in modern computing environments.

The advancements presented in this thesis pave the way for more intelligent and adaptive deep

learning infrastructure, reducing operational overhead and enabling scalable, high-performance AI

systems.

Future Work

Several promising directions extend the research presented in this thesis:

• Large-Scale Deployment: Deploying the THORN system at scale is an exciting avenue

for future work, as the growing demand for distributed deep learning infrastructure contin-

uously introduces new challenges. Additionally, in the context of cost estimation and opti-

mal configuration selection, training predictive models at the cloud provider level—where

visibility into millions of training tasks is possible—could significantly enhance prediction

accuracy. This broader scope would enable the development of more sophisticated model

architectures and feature sets for workload analysis.

• Infrastructure Adaptation: While our configuration selection approach primarily fo-

cuses on CPU-based training, modern developers increasingly utilize GPU-equipped local

machines for deep learning tasks. Extending our methodology to GPU-based infrastruc-

tures would provide deeper insights into performance variations and enable the discovery

of similar predictive patterns across different hardware configurations.

• Advanced Resource Management: Systems like Escra are highly effective in reduc-

ing resource waste for dynamic workloads in datacenters. Since distributed deep learning

(DDL) workloads exhibit predictable execution patterns, a natural extension of our work

would involve analyzing deep learning code, extracting workload-specific features, and in-

tegrating them with infrastructure characteristics and local run resource utilization and
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by training predictive models on large-scale training task datasets, we could accurately

estimate the resource utilization of DDL workloads in the cloud. This would provide cloud

providers with valuable insights, improving decision-making in resource management and

scheduling.

These future directions aim to refine and expand the impact of our contributions, paving the

way for more efficient, scalable, and intelligent deep learning infrastructure.
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